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Forward to the Special Issue 

This issue of the journal encompasses extended and revised papers presented at the 
ANNES'95 conference (Artificial Neural Networks and Expert Systems), held in 
Dunedin, New Zealand, 20-23 November 1995. The papers cover both theoretical 
issues of neural networks and their practical applications. Neuro-fuzzy engineering, 
as an emerging AI technology, is also presented here. 

The paper, written by Tom Gedeon from Sydney, presents an investigation on one of 
the most important issues of using multi-layer feedforward networks, namely how 
much the hidden neurons are contributing to the global behaviour of the whole 
network. The paper by Kozma, Malinowski, Zurada and Kitamura advocates for a 
better generalisation achieved by using structural learning in multi-layer perceptrons, 
i.e. learning with pruning and forgetting. Optimising the control parameters for neural 
network training, such as learning rate, momentum, number of training iterations, by 
using genetic algorithms, is the topic of the paper presented by Belinda Choi and 
Kevin Bluff. Guszti Bartfai presents an interesting investigation on one anomaly 
which Fuzzy ARTMAP networks manifest rarely. The section of the application 
oriented papers begins with a paper by University of Otago team on a novel approach 
of using neuro-fuzzy engineering techniques for a sophisticated spatial information 
processing. Smith and Coghill' s paper is on using hardware implemented neural 
networks for building adaptive mobile robots. Interesting application of neural 
networks for playing games is presented by Freisleben and Lutterman from the 
University of Siegen, Germany. The paper by Israel and Kasabov presents improved 
learning techniques in modular neuro-fuzzy systems for classification. Karla and 
Bakker's paper is on neural networks for plants control. 
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Indicators of Hidden Neuron Functionality: 
the Weight Matrix versus Neuron Behaviour 

T.D.. Gedeon 
School of Computer Science and Engineering 

The University of New South Wales 
Svdne v 2052 AUSTRALIA 

http:flww'w.cse.unsw.edu.aul-tom 

Abstract 

There are a number of reasons for attempting to differentiate neurons with respect to their functionality 
in back-propagation neural networks. With only a similarity measure, we can prune redundant or less 
important hidden neurons, which is useful for a host of reasons, ranging from improvements of 
generalisation performance. to use as a precursor for rule extraction. With a measure that can 
numerically rank neurons as to degree of similarity, we can visualise the training process, grow 
networks by adding neurons when more functionality is required. and distinguish between networks 
which are stuck in a local minimum from those which are temporarily in a shallow valley in weight 
space. 

In this paper we consider the computationally cheaper alternative of using only the trained weight matrix 
to determine similarity and numeric measures of neuron functionality. 

We contrast the use of neuron behaviour dynamics over the training set as an indication of neuron 
functionality against the use of the static trained weight matrix in two problems. The first is the use of a 
similarity measure for pruning in an image processing application to produce a quality driven 
compression by eliminating the least different hidden neurons. The second problem is the use of a 
numeric measure on a small problem to demonstrate differentiation between networks which are trapped 
in local minima, those in a shallow valley and those which learn quickly. 

We conclude that the weight matrix is not sufficient for differentiating the functionality of the hidden 
neurons for these tasks, being essentially the functional equivalence problem which is computationally 
intractable. 

1 Assumptions 
fn this paper we will generally assume a 
Feed-forward network of three layers of neurons. 
t\.11 connections are from neurons in one !aver to 
he subsequent one, with no lateral, backward or 
nultilayer connections. Each neuron has a simple 
;veighted connection from each neuron in the 
Jrevious layer. The network is trained as an auto-
tssociator using a training set of input patterns 
:vith desired outputs being the same as the inputs, 
1sing back-propagation of error measures 
Rumelhart et al, 1986). Training by 
lack-propagation is popular because of its 
.implicity theoretically, and the ease of use and 
)reduction of such networks. 

i'he method has been used successfullv in a 
tumber of disparate areas ranging from pattern 
ynthesis (Lewis, 1991). to image compression 
Cottrell , et al, 1987, Namphol , et a! , 199L 
}edeon and Harris, 1992a). 

2 Introduction 
The major disadvantages of the back-propagation 
method are that it can be slow to train networks, 
and that the architecture required for a solution to 
a problem is not currently determinable a priori. 

In practice, it is deciding the number of hidden 
neurons which is most difficult. Many workers 
have remarked that to train networks successfully 
or at an effective rate, more hidden neurons are 
required than the minimal number. Extra neurons 
which end up duplicating the functionality of 
existing neurons do nothing but decrease the 
speed of the network by increasing its size. Also, 
significant time is lost for restarting the training 
process from scratch. 

Brute force methods to find minimal size 
networks by eliminating randomly chosen 
neurons from trained networks have been used; 
recently some approaches have emerged 
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delineating properties to choose which neurons 
should be eliminated. 

The seminal work on pruning trained networks 
(Sietsma and Dow, 1988) uses the outputs of 
neurons in a two stage pruning process, which 
operates by inspection. Such pruning by 
inspection is difficult even on small examples, 
some automatable process would be ideal. 

Properties such as relevance (Mozer and 
Smolenski, 1989, Segee and Carter. 1991), 
contribution (Sanger, 1989), sensitivity (Karnin, 
1990), badness (Hagiwara, 1990), and 
distinctiveness (Gedeon and Harris, 1991a) have 
been described in detail elsewhere. 

We will briefly describe distinctiveness here, as it 
is our own, conceptually one of the simplest, and 
also forms the basis of comparison for the rest of 
this work. Note that all of the other methods are at 
least as computationally expensive as our own 
method. 

The distinctiveness of hidden neurons is 
determined from the neuron output activation 
vector over the pattern presentation set. That is, 
for each hidden neuron we construct a vector of 
the same dimensionality as the number of patterns 
in the training set, each component of the vector 
corresponding to the output activation of that 
particular neuron. This vector represents the 
functionality of the hidden neuron in (input) 
pattern space. 

In this model, vectors for identical or clone 
neurons would be the same irrespective of the 
relative magnitudes of their outputs and will be 
recognised. On the basis of experience, for 
normal pruning, angular separations of up to a 
threshold of 15° are considered too similar and 
one of the neurons is removed. The weight vector 
of the neuron which is removed is added to the 
weight vector of the neuron which remains. With 
low angular separations, the averaging effect is 
insignificant and the mapping from weights to 
pattern space remains adequate in that the error 
measure is not significantly worse subsequently. 

This produces a network with one fewer neuron 
which requires no further training. Similarly, 
neurons which have an angular separation over 
about 165° are complementary, and both can be 
removed. In this work we are not interested in 
distinguishing the different forms of similarity (eg 
complementarity), hence angular separations over 
90° are mapped back to the oo to 90° range, this 
range linguistically is from identical to orthogonal 
in behaviour. This threshold acts as the qualitative 
similarity measure we require for pruning. 

3 Application domain 

In the image compression application. we use a 
feed-forward neural network called an auro-
associative network, as the same patterns are used 
a~ the input and target patterns. The hidden layer 
consists of fewer neurons than the input layer. 
thus compressing the image. 

As the output layer is the same size as the input 
layer, it is used to recover the compressed image. 
Clearly this is a form of lossy compression, with 
the loss in quality on decompression being 
dependent on the overall goodness of the 
(generalised) representation the hidden neurons 
manage to form of the patterns being compressed. 

In the case of image compression, the degree of 
compression desired could be used to determine a 
hidden layer size. Given the earlier observations, 
however, we should use a somewhat larger size 
initially. Nevertheless, for the measure of the 
degree of compression to be meaningful, any 
neurons with redundant functionality after training 
must be removed. Otherwise. results are not 
comparable between different training regimes, as 
well as inconsistent using the same regime, given 
that with different initial random weights, a 
different number of functionally useless neurons 
may result. 

4 Neuron behaviour in repeated 
pruning - image compression 

A 64 by 64 image with 4 bits per pixel was chose-
n for testing our method. The image was broken 
into 16 non-overlapping 16 by 16 images, as 
shown in Figure 1. Each 16 by 16 image is a 
separate training pattern. 

The image was broken into non-overlapping 
pieces so as to allow for generalisation to have 
clearly occurred - since there is little obvious 
similarity between the pieces, and particularly the 
large areas of white space around the edges of the 
image could be expected to interfere. This allowed 
a single image to be used, thus simplifying the 
discussion. 

Note the tall profile of the pixels, due to using a 
subset of ASCII varying in image density to 
represent gray levels. The image was captured by 
the author off the electronic net in the U.K. - the 
picture originated in the U.S. and had been 
distributed worldwide. 

The network architecture used was a 256 input, x 
neuron hidden layer, and 256 output network. 
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each pixel in the 16 by 16 parts of the image is a 
ing1e input, and output. The number of bits per 

pixel were mapped onto the 0 to l range a~ input, 
and the output values remapped to the simulated 
gray scale. The initial value of x was 16. 
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This gives a minimum compression ratio of 16 to 
l , which is reasonable given the (deliberately) 
generalised network architecture used. 

The optimum network training time was found 
using keep one out training and the number of 
epochs averaged. A final network was initially 
trained for the optimum number (200) of 
presentations of all 16 image patches. The only 
pre-processing done was to recognise that images 
of objects have white space around them, so 
patches with significant white space were flipped 
horizontally I vertically as required to place the 
most optically dense corner of a patch at the 
bottom right 

Using the distinctiveness angular measures, we 
progressively reduce the size of the hidden layer. 
Beyond a certain point, the neurons we remove 
are significantly distinct - we are trading image 
quality for degree of compression. 

Figure 2 shows the relationship between the 
number of hidden neurons and the total sum of 
squares error measure which can be taken as a 
rough indicator of the image quality. Initially there 
is little drop in quality as neurons are removed . 
Subsequently, each further neuron removed 
produces a significant degradation in quality. 

18 

16 

tl 14 '2 
:;1 

c:: 12 Q) 
"0 
"0 
:c l 0 ,._ 
0 
'- 8 .., 
.D 
E 
:;1 6 z 

4 

2 
-o-- Total sum of squares 

I I I I I 

0 100 200 300 400 

---- Minimum angle between units 
I I I I I I 

30 40 50 60 70 80 

Figure 2: Number of neurons versus image quality and 
neuron significance 

Figure 2 also shows the relationship between the 
number of hidden neurons and the smallest angle 
between hidden neurons. 

These values are all much higher than the standard 
15° we use for pruning redundant neurons. It is 
interesting to note that the removal of the first few 
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neurons in the vicinity of 60° does not cause a 
marked reduction in the error measure. These 
neurons are the equivalent of the secondary 
backup neurons we introduced for increasing 
network damage resistance in (Gedeon and 
Harris, 1991b). Since we are removing 
significant neurons at each stage, the network will 
require retraining. After the removal of a neuron, 
the network is trained for 200 epochs. 

Number of I Co_mpression I Image 
units ! ratio 

1 
quality 

16 I 16 excellent I 
14 

! 
18 I I 

12 ! 21 I ! 
I 

I ll 
I 23 good I 
i 

10 
! 26 I ok i 

9 i 28 I ! 
8 I 32 I 
7 I 37 I 
6 43 just recog. 

5 51 not recog. 

4 64 I 
! 

3 85 I nothing 

Table 1: Qualitative assessment of image quality 

Table 1 lists the qualitative judgements of image 
quality for the different levels of compression 
which derive from the number of hidden units. 

... ... , .. ,, ............ . 
, .......................... . 
.................... , ....... . ... , ................. , ............. . .... ,., ............................. .. ...... , ................................... . ......................... 

.. 
. ...... ' 

.. 

Figure 3 : 16 hidden units 
compression 16 
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....... 

. . 

10 hidden units 
compression 26 

We can see that the picture is clearly recognisable 

in the 16 and 10 neuron cases. The image is 
acceptable in the 7 neuron case at a compression 
ratio of 37 to l, and only marginally recognisable 
in the 6 neuron case, which is at a compression 
ratio of 43 to 1. 

. . . .... . . . . .. .. .. .. .. ... ... .. ... . 
............. 
·. 

.... . ... 

. . .... .... 

.......... .. .. . .. .. 
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:, ::::::::::: .... ::"'·''" 

Figure 4: 7 hidden units 
compression 37 

6 hidden units 
compression 43 

The use of overlapping patches, or training on a 
number of similar entire images (Fleming and 
Cottrell, 1990) would boost the compression ratio 
of both stages of our process. 

5 Output weights in repeated 
pruning - image compression 

We now repeat the calculation of vector angles 
using weights on outputs instead of activations as 
the vector components (Gedeon, 1995). 

--- Behaviour 
--o-- Weights 0 

"' 75° ... 
8 
(..) 
<1) 
> 
t: 
<1) 
<1) 

~ v 
.D 

<1) 

6()0 

'0(, 
t: ea 
E ___;) :::l 

.§ 
::: 

~ 4SO . - . . . 
; ·a : 

16 14 12 iO 8 6 4 2 
Number of hidden units 

Figure 5: Minimum angles during pruning process 
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Figure 5 shows the result of using the weights 
I inking the hidden neurons and the 256 neuron 
output layer. These are normalised between the 
global maxima and minima found, and then used 
tc form 256 dimensional vectors. The angles 
between these vectors are then calculated as in the 
distinctiveness approach described earlier using 
neuron behaviour. 

Clearly, the weight matrix measure is coarsely 
approximating the behaviour of the hidden 
neurons over the experiment progressively 
reducing the number of neurons. 

6 Which weights? 

A further issue deserving investigation is which 
weights to use in the process of forming the 
vectors and determining angles, We have used the 
hjdden neuron to output weights in the previous 
section as being intuitively the most similar to the 
use of hidden neuron output activations. There are 
a number of possible arguments for the use of 
other we-ights, for example that all the weights 
connecting to or from a neuron should be used as 
these embody the full encoding of a specific 
neuron's algorithm. Also, output weights are not 
u. efuJ alone if there is only a single output, as the 
angles then map to two values only, being oo and 
1 ~W0 • The following figure contrasts the use of all 
of the weights and the use of just input weights 
(including the bias), with the output weights and 
actual neuron behaviour used previously. 

-------------------------------------------------· 
90 

L 
0 
'J 
l) ,. 
"' .., 
"' ~ 
0 
.D 60 
~ -;r, 
la 
E 
.§ 
~ 

30 

/ I 
l I 

I 
I 

!i 
<>I 

I 

0 

<; 
! 

--- Behaviour 
--D--· Output weight~ 
--o-· Input weights 
-<> All weights 

!6 14 12 10 8 6 4 2 

Number of hidden units 

Figure 6: Use of various weighr subsets 

rhe neuron angles calculated using input weights 
n general show less variation than the angies 

. 

5 

from the output weights. The latter appear more 
evenly distributed about the actual neuron 
behaviour angles. 

Correlation Matrix for 
Variables: 

behav out wr~ in wts all wts ' 

tle hav 

out wts 

in wts 

all wts 

J 

.83 

.84 

.9 

I 

.77 1 

96 . 76 1 

The correlation matrix shows that the full weight 
matrix is better correlated to the actual behaviour 
than our intuition or subjective appraisal of the 
graphs in Figure 6 revealed. 

We will not investigate the use of the input 
weights only further here, and just note that we 
have elsewhere used the weights on the input 
connections to the hidden neurons successfully to 
differentiate between significant inputs and 
relatively less significant inputs (Wong, Gedeon 
and Taggart, 1995). 

In the next section we will therefore use the full 
weight matrix. 

7 Weights & neuron behaviour 
versus network performance 

In previous sections we have discussed the use of 
the distinctiveness technique on individual neuron 
behaviour for pruning in a practical application to 
compress images, and investigated the use of 
different subsets of the weight matrix to substitute 
for the computationally relatively complex and 
inherently dynamic measure of actual behaviour. 

In this section we will extend the comparison of 
the use of the weight matrix versus neuron 
behaviour to an examination of entire network 
performance. 

In previous work (Gedeon and Harris, 1992b) we 
have used the neuron behaviour to classify 
networks being trained on the same problem into 
three categories: 

i) networks which get stuck in a local 
illlmmum; 

ii) networks which are in a shallow valley in 
weight space, and will learn more 
eventually; and 

iii) networks which learn quickly. 

Of course the latter is easy to distinguish on the 
basis of decreasing total sum of squares values, 
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but the first two are not statistically separable on 
that basis. These descriptions are teleological, and 
not useful during training a network. 

What is visible at that time is that the total sum of 
squares measure is not changing significantly 
over a number of epochs of training, and hence 
the network seems to be stuck on a 'plateau' . 

Externally, both i and ii above appear identical, 
and we would like some indication which of these 
will learn more without waiting the potentially 
infinite time required if we judged only by the 
total sum of squares network error measure. 

Distinctiveness analysis has provided some useful 
insights into the nature of plateaux during 
network training as demonstrated graphically in 
Figures 7, 8 and 9. 

2 
Intennediate 

"' QJ ... 
«$ 
:::3 er 
"' ..... 
0 

E 
;::1 

"' 

~ ]I -:§I 
0 

90 

"' 75 ... 
0 
u 
QJ 
> 
1::: 60 0 

"J:l 
«$ 
.:! 
u 45 «$ 

1:: 
QJ 
QJ 

~ 
0 30 .0 
QJ 

bh 
1::: 
-< 15 

0 I I 
0 2 
0 

Epochs in 'OOOs 

Figure 7: Network with no plateau 

Solution 

I 
3 

I 
4 

In Figure 7, the angles between pattern vectors 
vary significantly during the plateau phase. This 
indicates that the plateau phase will end, and thus 
it is worthwhile to continue training. The figure 
has been labelled with 'Initial', 'Plateau', and 
'Solution' phases, as well as an 'Edge' phase 
which is a transition between a plateau and a 
solution. 
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To demonstrate the contrast, Figure 8 shows the 
behaviour of a network for the same problem 
which does not demonstrate a plateau phase, with 
the total sum of squares error measure decreasing 
continually during training. 

Although there is some slowing down of this 
error measure curve in the early part of the 
'intermediate' phase, there is continued decrease 
readily detected from the total sum of squares 
values. 

Figure 8 during the 'Intermediate' stage has very 
considerable changes in angular measure of 
pattern vectors, similar to that in the 'Edge' phase 
in Figure 7. 

Also note that in Figure 8 we can see the (usual) 
cessation of change in the angles between pattern 
vectors in the 'solution' phase. 

Figure 9 demonstrates a third network for the 
same problem which encounters a (local) 
minimum. Alternatively, we can say it never gets 
off the plateau to continue learning. Note the 
consistently small amounts of change in the 
activation pattern angles (distinctiveness) at all 
stages. 
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Figure 9: Network with plateau and no solution phase 

The point at which there is a clear dip in the 
activation angle curves is not (statistically 
significantly) detectable on the total sum of 
squares curve. In all the cases we have observed, 
this dip is followed 'soon' by a period of notable 
change in angles, or the network will not learn 
and is stuck. 

The diagrams in Figures 7 to 9 show that there is 
a significant difference in the angular separation 
of unit vectors during a plateau phase and during 
a minimum or solution phase. Except for very 
early on in the minimum or solution phase. the 
vector angles stop changing. This is in contrast 
with the significant amount of activity during a 
plateau phase which will eventually cease. That 
is, by examining the change in vector angles it is 
possible to deduce whether the network is in a 
plateau or solution phase. We can also note that 
the changes in vector angles during the plateau 
phase indicate that the network is continuing to 
learn even though this is not reflected in the total 
sum of squares error measure. 

The three diagram shown are representative of the 
most recognisable classes of results from a 
number of experiments using a variety of training 
procedures. We have observed this kind of 
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behaviour in networks of different sizes, and 
solving different problems . 

The weight distinctiveness graphs do not provide 
such clearly discernible patterns as observed with 
the activation distinctiveness graphs . The 
following figures 10 to 12 parallel figures 7 to 9. 
and illustrate this statement. In each figure, the 
leftmost graph is the weight distinctiveness graph 
corresponding to the appropriate activation 
distinctiveness graph. The rightmost graph is 
another weight distinctiveness graph which is 
significantly different. In both cases, the total sum 
of square graphs are included to aid comparisons. 

Thus, Figure 10 demonstrates 2 networks with 
plateau phases, which eventually learn . 
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Figure 10: Weight distinctiveness of networks 
with plateau and solution phases 

The rightmost part of Figure 10 demonstrates a 
weight distinctiveness graph which is quite 
similar to the activation distinctiveness graphs for 
networks with plateaux. 
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Figure 11: Weight distinctiveness of networks 
with no plateau phase, and a solution 
phase 
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The preceding Figure l1, shows two networks 
which learn without a plateau phase. 

The following Figure 12, demonstrates two 
networks which never learn. 
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Figure 12: Weight distinctiveness of networks with 
only a plateau phase, and no solution 
phase 

Note that both Figures 10 and 12 showed a 
second, rightmost, graph in which the form of the 
curves was quite similar to those we have 
identified as characteristic of (one of) the three 
forms of activation distinctiveness curves. This 
was to illustrate that in some cases the graphs 
contain patterns similar to those we have 
identified. In both of these cases, we could have 
chosen results from other runs to display which 
have graphs which bear no discernible 
relationship. 

8 Discussion and Conclusions 

We have shown that there is significant 
correlation between the minimum vector angles 
for weights and actual neuron activations over a 
pruning process . Nevertheless, the individual 
points along the curves show significant 
deviation, and only coarsely approximating the 
behaviour of the hidden neurons over the 
experiment progressively reducing the number of 
neurons. This is due to the use of the static weight 
matrix, as it ignores the smoothing effect of the 
transfer function of the hidden neurons. We may 
also speculate that there may be many possible 
weight matrix configurations giving rise to similar 
neuron behaviour over the range of patterns likely 
to be encountered. 

These alternative matrix configurations for 
different neurons may explain the erratic weight 
curve in Figure 5. That is, the actual function 

implementation within the black box is different. 
Note that the implementation is subtly different 
over time within the same network, as shown by 
the distances between the two curves in Figure 5. 

We have also examined the use of the weight 
matrix. for determining whether the weight 
distinctiveness measure can substitute for the 
activation distinctiveness in distinguishing 
between networks which are in a shallow valley 
in weight space versus those stuck in a local 
minimum. From an observational viewpoint, we 
have described these are plateaux which 
eventually lead to a solution and plateaux which 
do not lead to a solution. We have demonstrated 
on a case by case basis that there is significantly 
less consistency in results using the weight 
distinctiveness measure . 

We can conclude that the weight distinctiveness 
on the static weight matrix is not sufficiently fine 
an instrument for differentiating the functionality 
of the hidden neurons for these tasks. and we are 
forced to continue the use of computationally 
somewhat more expensive approaches which use 
measures based on the dynamics of network 
behaviour. 

We can conclude this because we have used the 
same instrument (distinctiveness analysis) on both 
the true functionality of the neural network black 
box being its behaviour. and on its innards, being 
the static weight matrix. 

Obviously the static weight matrix together with 
the training patterns contains all of the information 
which provides the dynamic behaviour of the 
network, the issue is thus whether we need to run 
the network and observe its behaviour or can we 
use its static properties. We have concluded here 
that the former is necessary. In extracting 
explanations and rules for neural network 
conclusions and categorisations we have also 
found that we require the dynamic behaviour 
(Gedeon and Turner, 1993). 

Alternative approaches attempting to discover 
whether two networks are identical in 
functionality whether by algorithmic means or by 
using another neural network would be unlikely 
to succeed given our observations that even in a 
single network where the observed functionality 
changes smoothly as more neurons are removed, 
but the same analysis of the weight matrix shows 
discontinuous changes in the same time period. 

Further investigation is required as to the size of 
subset of the training set which will still provide a 
reasonable prediction of the functionality of the 
hidden neurons in a network. 
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Abstract - Structural learning in multi-layer, f eedforward neural networks has been studied using Ishikawa 's 
modified back-propagation algorithm with forgetting of the connection weights . Structural learning has the 
following major advantages: {1} knowledge extraction from the skeleton stT?.tcture of the trained network; 
{2} independence of the trained neural network of the initial choice of network structure, and {3} improved 
generalization propertieJ compared to neural network.! trained by Jtandard back-propagation. In this paper, 
the generalization rate of the trained network i.9 analyzed as a possible means of selecting optimum model 
pammeter.9. The results a1·e illustrated using Fisher's IRIS data, 1 0-digit pattern recognition problem, and 
anomaly detection in time serieJ using frequency spectrum analysis. 

Key words: Artificial neural network, Structural learning, Knowledge extraction, Generalization 

1 Introduction 
Future dynamic development of intelligent nemo-

computing techniques must be based on the enhance-
ment of the knowled~e-processing function of artifi-
cial neural networks lANNs) involving symbolic rep-
resentation and manipulation of non-numeric data [1], 
as well as discovering certain (quasi-)causal relation-
ships in the analy·zed data set. Structural learning in 
ANNs is an important tool which helps to achieve this 
goal [2-4]. Structural learning yields small-size neural 
networks which require significantly reduced compu-
tational efforts after pruning the unimportant weights 
and related nodes. 

By choosing (near) optimum architecture via struc-
tural learning, one can expect better generalization fea-
tures by the network. The quantitative characteriza-
tion of generalization properties of ANNs requires de-
tailed statistical evaluation of the available data. If 
the class conditional densities are known or they can 
be estimated, generalization by the ANN can be evalu-
ated based on the testing results using new (untrained) 
data. If the available testing data contain a poor repre-
sentation of the input, however, the error rate of classi-
fication might show a misleading picture on the gener-
alization. In that case the robustness of the network to 
perturbations of the inputs and the connection weights 
can provide a measure of the performance of the ANN 
[5-6]. 

In this paper, structural learning with forgetting of 
the connection weights [4] is introduced first. The dy-
nan1ics of the weight decay is analyzed. The influence 
of the magnitude of the forgetting parameter on the 
error rate of classification is evaluated and the robust-

ness of the ANN against noise at various intensities is 
studied. Preliminary results of this study are given in 
[7]. The obtained results are illustrated by three ex-
amples. In the first one, Fisher's IRIS data are utilized 
which have poor statistics. The second and third ex-
amples have good statistical representations and corre-
spond to 10-digit pattern recognition and to a time se-
ries analysis problem with multi-variate Gaussian class 
conditional densities. 

2 Structural Learning Method 
2.1 lshikawa's Modified BP with Forgetting 

In this work, multi-layer, feedforward artificial neu-
ral networks are used for classification of input pat-
terns. A 3-layer structure was adopted, including 
input-, hidden- and output-layers. The input nodes 
correspond to the segmentation of the training pat-
terns. The number of output nodes is equal to the 
number of classes. "When training a pattern which be-
longs to the i-th class, the i-th output node should as-
sume a value of 1, while all other output nodes are 0 (or 
-1 in some applications). The essentially non-standard 
part of the network is the learning algorithm, which is 
modified back-propagation (BP) with forgetting of the 
connection weights. The basic idea is to update the 
connection weights as follows [4]: 

(1) 

Here L\w:j is the change of the ij-th weight using stan-
dard BP algorithm, € is the forgetting rate. sgn(wij) 
denotes the sign of the argument w;i. The second term 
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on the right hand side of Eq. (1) describes a continu-
ously decreasing tendency for the connection weights. 
Indeed, the weights decrease steadily, unless they are 
reinforced by the back-propagation rule. The corre-
sponding cost function is given by: 

I= L(Yi- y;) 2 + € 1 L lwiil, (2) 
i,j 

where y; and Yi are the actual and the target values 
of the network outputs, respectively. € 1 = >.e, where >. 
is the learning rate used in standard back-propagation. 
T he first term on the r.h.s. of Eq. · (2) represents the 
sum-square-errors (SSE) and the second term is pro-
portional to the sum-of-weights (SW) with the constant 
e' : 

1= SSE+ e'SW. (3) 

After completing the learning in accordance with the 
modified BP rUle, usually a significantly reduced net-
work is obtained, in which only a few hidden nodes 
remain active. The acquired information is stored in 
the skeleton structure ofthe network (structural learn-
ing). 

There are several possibilities to implement forget-
ting. It can be applied either to all the weights or only 
to a limited subset of the weights. It is possible to ap-
ply forgetting immediately from the start of the train-
ing or it can be delayed. Various adaptive forgetting 
rate schemes can be introduced as well. In the present 
study, modified BP with constant forgetting rate has 
been applied to all of the weights except for the biases. 
The proper choice of the forgetting factor is crucial for 
the successful implementation of the algorithm and it 
will be discussed in the next chapter. 

2.2 Performance Measures 
The performance of an ANN trained by BP with 

forgetting can be evaluated from the following perspec-
tives: 

1. convergence of training; 
2. capability to reveal structural knowledge; 
3. generalization. 

The convergence of the training is expected to slow 
down if the cost function given by Eq. (2) is used in-
stead of the standard quadratic error function. This is 
due to the fact that the cost function can be reduced 
also at the expense of the sum-of-weights penalty term. 
The reduced convergence can be partly compensated 
for by the higher speed of calculations with the pruned 
ANN. A strategy of efficient numerical calculations us-
ing structural learning algorithms under dynamically 
changing external conditions is described in [8]. This 
question will not be dealt with in this paper. 

The main advantage of structural learning algo-
rithms is the possibility of knowledge monitoring based 
on the skeleton network structure. The degree of skele-
tonization will be measured by the number of active 
hidden nodes in the trained network. Knowledge can 
be extracted from the structure in the form of crisp or 
fuzzy rules and semi-causal relationships between seg-
ments of the input patterns and class labels. 

One can expect improved generalization in the case 
of learning with forgetting, as ANNs obtained by struc-
tural learning have a simplified architecture compared 
to ANN s trained by standard back-propagation. If the 
11.vailable input patterns represent the statistics of the 
input data dusters properly, generalization can be es-
~imated based on the error rate of the trained network 
l''hen applied to patterns selected from the input data 
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space with given class conditional densities and a pos-
teriori probabilities [9]. Counting the error rate of test-
ing, however, can be misleading if the input data have 
poor statistics. Model-based approaches can help to 
estimate generalization in this case [5], [10]. 

An alternative approach evaluates the robustness of 
the ANN to changes in the input patterns induced by 
noise injection. The correct classification rate, as a 
function of the intensity of noise injected to the input 
·patterns, will be evaluated in the present study. Prin-
ciples of the optimum selection of training parameters 
are described in the next section. 

3 Foundations of Training with Forget-
.ting 

3.1 Characterization of Training with Forget-
ting 

In the case of structural learning algorithm, two 
types of nodes can be distinguished: decayed ones and 
survivors. Decayed nodes are connected to weights 
which diminish as the training with forgetting pro-
gresses. Let us consider a weight which is unimpor-
tant with respect to the quadratic error function, i.e., 
8SSE/8wij:::::: 0. That weight will decay and approach 
zero. Decayed weights will not be exactly zero but they 
fluctuate around zero with a magnitude e. In our al-
gorithm, the decayed weights are not deleted and their 
equilibrium fluctuation can· grow into a structural evo-
lution if properties of the input patterns change [8]. 

In the case of survivor nodes, the weight change 
given by the delta rule in Eq.(l) compensates for the 
decay. After an initial transient phase, the magnitude 
of survivor nodes continuously increases and finally sat-
urates due to the limiting effect of the sum-of-weights 
term in Eq. (2). 

Forgetting has a two-fold effect on the SSE criterion, 
both causing 'early' saturation of the SSE compared 
to the standard BP. One effect has an overall nature, 
while the other one is localized. On the one hand, the 
SSE criterion starts to saturate when the magnitude of 
the first term in Eq. (2) drops to a level comparable 
to the SW penalty term in Eq. (2). This has an over-
all, global effect, and it can be suppressed by using a 
sufficiently small €. In fact , e can be used to compel 
the quadratic error criterion to saturate at a prescribed 
level [11]. On the other. hand, SSE might saturate even 
if SSE > > SW, due to the local effect of forgetting. 
This effect occurs, e.g., when the forgetting rate is too 
large. A large forgetting rate can remove important 
weights, although those weights should have remained 
in order to realize the desired mapping. As a result, 
the training does not converge. 
3.2 Selecting Forgetting Factor 

One might follow a training strategy, in which a 
rather small forgetting rate is used. In this way, the 
interference between local and overall effects of forget-
ting can be avoided. According to this approach, an 
efficient training is completed first, followed by the de-
cay of the unnecessary weights at a later stage. 

By starting the training with a rather small forget-
ting rate and increasing it during an iterative process, 
the maximum forgetting rate can be determined, for 
which the training still converges. A large f9rgetting 
rate helps to extract structural information efficiently, 
but the optimality of this strategy with respect to gen-
eralization and training convergence is yet to be studied 
in detail. 

In an alternative approach, a large forgetting rate is 
used first . in order to reveal a skeleton network struc-
ture. After determining the most important nodes and 
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connections, a refined training is followed, in which the 
exact numerical values of the weights are determined 
by using a standard learning algorithm. 

For the sake of completeness, we mention some other 
methods of the optimization of forgetting parameters. 
In an information-theoretic approach, the forgetting 
rate is evaluated via the optimum number of model 
parameters [4] . In another method, the maximum per-
mitted forgetting rate is evaluated and used in training 
(6]. Finally, an optimum choice of e: has been proposed 
m [11 ], based on the a priori determined learning ac-
curacy. 

In the present work no comparison is made among 
the above methods. We use constant forgetting rate 
in this paper in order to simplify the forthcoming dis-
cussions. We will evaluate the dependence· of various 
performance criteria on the actual choice of e. It is 
clear that the present results could be improved fur-
ther by introducing a more advanced technique using 
adaptive forgetting rate. First Fisher's IRIS data will 
be analyzed, which is a problem with poor statistics of 
the input data space. The other two applications in-
volve a 10-digit classification problem and time series 
analysis, both with a good statistical representation of 
the input data clusters. 

4 Test Results 
4.1 Classification of Fisher's IRlS Data 

In this section, the major properties of the forget-
tin~ algorithm are illustrated using Fisher's IRlS data 
[12]. The data set consists of 3 X 50 data patterns in 
the form of 4-dimensional vectors. The 3 classes are the 
species of IRIS flowers, i.e., setosa, versicolor, and vir-
ginica. The coordinates of the pattern vectors are the 
measured sepal length, sepal width, petal length, and 
petal width. In Figure 1, the 2-dimensional projection 
of the 4-dimensional feature space is shown; classes #1, 
#2, and #3 a marked by symbols'+', 'o' , and'*', re-
spectively. Projection is performed to the hyperspace 
of sepal width and petal length. It is seen that class # 
1 is linearly separable, while classes #2 and #3 signif-
icantly overlap. 
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Figure 1. Projection of the data set to the petal 
length versus sepal width subspace. 

The data set has been divided into two parts. Train-
ing has been completed on one half of the data and 
testing on the other half. Using an adaptive learning 
rate technique with a momentum term, 100 % correct 
classification rate has been achieved during learning for 
a wide range of forgetting rates. At the testing phase, 
all the patterns have been identified correctly by using 
networks trained with optimum forgetting rate values. 

. The SSE and e'SW terms are shown in Fig. 2 for 
different e: values. SSE approaches a linear dependence 
on e as the training converges. The observed relation-
ship between SSE and € can be used to control the 
asymptotic SSE value by selecting the proper e:. With-
out forgetting (e: = 0), for example, SSE ~ 5x1o- 3 . 
This value can be increased about 3-fold by using e: = 
1.7x1o- 4 • 
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i0.02S 

;;-~ · .. .•. .J: .... 
0o~--~2--~4--~8~~8~~1~0--~12~~,4~~,.~~18 
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Figure 2. Effect of e on the training conver-
gence; SSE: solid lines, SW: dashed lines. e: is 
in the units of w-s. IRIS data after 4000, 6000, 
8000, and 10000 iterations; initial network struc-
ture: 4-15-3. 
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Figure 3. Distribution of the magnitudes of 
weights after 10000 iterations usin~ IRlS data; 
learning rate = 0.001 (non-adaptive), initial net-
work structure: 4-40-3. Upper figure: weights 
between hidden and output layers, lower figure: 
between input and hidden layers. 

Figure 3 shows the distribution of weights for a net-
work with initial size of 4-40-3. After 10000 iterations, 
only 5 nodes survive and the magnitude of the surviv-
ing nodes exceeds that of the decayed nodes by more 
than 100 times. The forgetting rate is 0.001, therefore, 
Fig. 3 demonstrates the fluctuations of decayed nodes 
with a magnitude of e: as described in the previous sec-
tion. 

In Figure 4, e: versus SSE is shown (solid line) 
together with the number of surviving hidden nodes 
(dashed line). In this example the convergence of the 
training was much weaker than in the case shown in 
Fig. 2. Nevertheless, the misclassification rate does 
not deteriorate and it is 3-4% up to e = 5 X 10-3• 
Data shown in Fig. 4 can be combined to obtain an 
important information-theoretical measure, Le. , Akaike 
Information Criterion (AIC). Due to space limitations, 
however, AIC will not be analyzed in this work. 
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Epsilon 

Figure 4. SSE during the training as a function 
of the forgetting rate (solid); number of active 
nodes (dashed line) after 10000 iterations. IRIS 
data with initial NN structure of 4-40-3. 

T he robustness of the trained network toward noise 
studied next. Figure 5 illustrates the influence of 
e added noise on the classification performance of an 
W. In Figure 5, the solid line marked by'*' denotes 
= 5x1o-5 , while 'o' marks e = 0 (no forgetting). 
\.Shed lines indicate intermediate level of forgetting. 
evaluating the correct classification rate, maximum 
;~ riminant function is used among the outputs of the 
\TN (9]. 

.. ·~ ...... .. ·~ ... ... .. '? ... '. '' .. : .. ....... ·: .. ' ... . '' ·: .... .. ' .. ·~· ..... '. ":· .. ' ... . 

65 

60 . ...... , •... 

~OL-~5~~10--~15---~~--~~~~L-~~~~~~~~~~00~ 
Added Noise(%) 

Figure 5. Ratio of correct classification of noisy 
IRIS data as a function of the magnitude of added 
noise; different curves correspond to different e 
values. 

For added noise level up to 25 %, the performance of 
~ network improves as the forgetting rate increases; 
: Fig. 5. The improvement can reach 10 % of the mis-
ssification rate. The best performance is achieved 
the maximum e for added noise levels below 25 %. 
ese results support the strategy of choosing e at its 
ocimum allowable value. 
For very noisy patterns, above 25 %, the behavior 
the ANNs changes. In Figure 6, the correct classi-
ttion ratio is shown as the function of c. At higher 
:litional noise levels, the ANN performance can dete-
rate as e increases. Note, however, that the correct 
ssification ratio drops below 60 % at such a high 
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noise levels. Taking into account that class #1 is lin-
early separable even at these large noise ratios, a 60 % 
success rate is close to the 50-50 result obtainable by 
random classification. Such an extremely high noise 
ratio is of little practical interest. The advantage of 
the forgetting algorithm is the most prominent in the 
case of intermediate-to-large (but not very large) noise 
contamination, as far as generalization properttes are 
concerned. 

····r······· 

1.5 2.5 3 3.5 4 4.5 5 
Epsilon(-) x 10~, 

Figure 6. Correct classification ratio of noisy 
IRIS data as a function of e. Curves from top to 
bottom denote added noise magnitude from 0 % 
to 50%. 

4.2 10-Digit Classification Problem 

Digits from 0 to 9 has been coded on a 10 x 8 bi-
nary grid as it is shown in Fig. 7a. Learning of these 
patterns has been conducted in two ways. 

1. At first, only the class prototypes were used for 
training. This means that a single pattern is used 
for representing each class, i.e., the training was 
extremely under-represented. 

2. In the second case, the digits were distorted with 
10 % noise in the training set. During each learn-
ing cycle, a new set of 10 noisy bitmaps was gen-
erated and trained. 

The testing sets consisted of 1000 bitmap images, 100 
examples of each class with added noise of different lev-
els from 0 % to 50 %. Examples of patterns perturbed 
with 5 % and 15 % binary noise are depicted in Fig. 7b 
and Fig. 7c, respectively. It is seen in Fig. 7c that 15 
% noise perturbs the digital images significantly and 
it is difficult to identify the correct pattern by visual 
inspection. The digital noise in percents is defined as 
the probability of reversing the input bits in the digit 
maps. 

A crisp decision-volume approach was used in de-
riving a discriminant function in the output space of 
the ANN. Cubes drawn around the unit vertices of the 
10-dimensional output hypercube were used as deci-
sion volumes. If an output vector is found outside 
of any of these cubes, is is considered as unknown. 
The results of classification with this discriminant have 
been compared with the ones obtained by the maxi-
mum (Bayesian) discriminant function as it has been 
introduced in the previous section in connection with 
Fisher's IRIS classification problem. 
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Figure 1. Patterns of the 10-di&it classification; 
(a) - original ( undistorted digits); (b) - example 
of digits perturbed by 5% flip-flop nmse; (c)- ex-
ample of digits perturbed by 15 % flip-flop noise. 

The correct classification ratio is shown in Fig. 8 for 
the undistorted training patterns, as the function of the 
level of the added noise. Different curves in Fig. 8 cor-
respond to different forgetting levels starting from c = 
10-3 (lowest curve) , thorough c = w-4, w-5 , w-6 ' 

10-7 , to c = 0 (top curve). The correct classification 
rate of the trained ANN monotonously decreases with 
increasing forgetting levels in Figure 8, where crisp de-
cision cubes (size 0.1) have been used as discriminant 
functions. 

By introducing noisy training, the ratio of correct 
classifications increases for all c values; compare Fig. 
9 and Fig. 8. The neural network is insensitive to 
the testing noise in the r~ge of noise used for training 
pattern modification (10 % ); see Fig. 9. As the for-
getting constant increases, we observe decreasing gen-
eralization ability. However, it is possible to prune the 
network and extract structural information before it 
becomes very sensitive to noise. 

The results introduced in Figs. 8 and 9 indicate the 
shortcomings of crisp decision volumes in the case of 

ANNs with structural learning. The obtained results 
can be interpreted as follows. Previous studies indicate 
high saturation level of the SSE in the case of train-
ing with forgetting. The large SSE is composed of the 
errors of the individual outputs. These errors might 
easily exceed a previously defined crisp threshold, say 
0.1, which yields classification errors in the framework 
of the crisp-volume discriminant rules. A more vague 
decision criterion would be much more appropriate in 
this case, e.g., fuzzy decision volumes and Bayesian dis-
criminants. By applying Bayesian discriminant in the 
10-digit problem, for example, similar results can be 
obtained as in the case of the IRlS classification de-
scribed previously. 
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Figure 8. Testing results by ANNs trained on 
undistorted class prototypes; different curves cor-
respond to forgetting levels starting from c = 
w-3 (lowest curve), through c = w- 4 ' w-5 , 
10-6 , 10-7 , to c = 0 (top curve) 
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Figure 9. Testing results by ANNs trained on 
noisy prototypes; notations are the same as m 
Fig. 8. 

4.3 Anomaly Detection in Time Series 
The problem of anomaly detection in time serie 

was converted into pattern recognition involving powe 
spectral densities (PSDs ). The PSDs were calculate( 
by performing Fourier transformation of si~nals of du 
ration 4s with a sampling frequency of 1f32 Hz, i.e. 
each PSD consists of 128 points. Due to the short-tim 
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valuation, the relative uncertainty of the frequency 
points was as high as 40 %. For experimental details; 
see [11). 

spin1h_aver5_1ntarp 

ro ~ ~ oo ~ m ~ 
Tlma(mln) 

Figure 10. Temporal evolution of APSDs; the 
spectrum magnitudes are marked by gray levels 
starting from black (minimum) to white (maxi-
mum). 
The training data set consists of 26 PSDs for each of 

the 3 anomaly classes. Tests have been performed on a 
data set of 3 x 300 patterns. Due to the large amount 
of available data, the statistical properties of the input 
patterns can be estimated easily. The dynamics of the 
PSDs is depicted in Fig. 10 in the form of a contour 
plot. The magnitude of the PSDs is coded into a gray 
scale, with black and white tones marking the minima 
and maxima, respectively. The generalization rate has 
been estimated using maximum discriminant functions. 

60r-------,--------r------~--------~-, 

.l 

5~~------~0.~5 -------71 ------~17.5------~--~ 
Epsilon X 10·3 

Figure 11. Correct classification rate as a func-
tion of c; for networks with initial structure 128-
60-3; trained using spectrum identification data 
with multivariate Gaussian distribution. Noise 
level: 0 % to 50 % for curves top to bottom. 
Figure 11 shows the relationship between the for-

~etting rate and correct classification rate for various 
evels of injected noise. For low added noise levels, 
1p to about 10 %, the generalization rate drops for 
ntermediate e values, but it finally reaches its max-
mum at the largest permitted forgetting rates. For 
tigh noise disturbance levels, the number of correctly 
:lassified patterns has a maximum at intermediate c 
rah1es. This behavior is similar to the one observed 
u Fig. 6 regarding IRIS data and the results can be 
nterpreted in a similar way. 
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5 Conclusions 
Performance of ANNs trained by BP with forgetting 

has been studied. The number of survivor nodes can 
be reduced to just a few units by the proper choice 
of the forgetting rate. The classification error can be 
reduced by tuning the forgetting rate. For not very 
large additional noise levels, the best performance is 
obtained by ANNs trained with the maximum allowed 
c. By testing the network on data with high noise level, 
optimum generalization performance has been achieved 
at intermediate e values. 

It is shown that ANN s trained by structural learning 
with forgetting have an optimum performance if the 
crisp decision volumes are replaced by a more vague 
decision criterion, like fuzzy decision surfaces or max-
imum discriminant function. Future studies will be 
conducted on partial skeletonization which can be ad-
vantageous if our goal is to extract fuzzy rules from 
the ANN. Partial skeletonization can help to avoid 
the problem of over-sensitivity to perturbation of the 
weights and input patterns as well. 
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One of the shortcomings of'artificialneuralnetworks ( A N N ~ )  is the difJicul(v in predicting the best control parameters,~ 
a certain application. The number ofcomhinations ofparameters is ve1y large. This makes it very in~fficient and expens; 
to search manual~v hy trial and error. Genetic Algorithms (GAs) are an excellent and effective search technique suitaj 
for this task. This paper describes an investigation into the use of GAs to automate the choice of parameters in bot} 
Standard Back Propagation (SBP) and a Fuzzy Back Propagation (FBP) network for d!fferent applications. 1 
performance and classification accuracy of the genetic SBP, non-genetic SBP, genetic FBP and the non-genetic FBP ~ 
then be compared and discussed. 

1. Introduction 

Artificial neural networks have been very successful in 
solving many classification and pattern recognition 
problems. However, there is always the question of what 
momentum, learning rate, epoch or sigmoid parameter to 
use to get ~he best. trained network that could generalise 
appropriately. Most of the time, this is done by trial and 
error and using prior experience. McCullagh et al [ 11] tried 
to solve this problem by using one genetic algorithm (GA) 
to determine the optimal control parameters (learning rate, 
momentum, epoch and sigmoid parameter) for a Standard 
Back Propagation (SBP) network and a second GA to 
optimise the frequencies of the training data. They found 
that the optimal learning rate and sigmoid parameter were 
higher than normal heuristic values and that the 
momentum and epoch optimised to lower values. 

Belew et al [I] used GAs in the optimisation of two 
parameters, namely the learning rate and momentum which 
were found to converge to larger than conventional values. 
Harp et al [6] used GAs to determine the topology as well 
as the learning rate and exponential decay (of the learning 
rate) for a SBP neural network. It was found that high 
learning rates were optimal and that the network learned 
much faster with these genetically derived parameters. 

One of the main problems of using the SBP neural network 
as a classifier is that of generalisation. If a large 
representative set of training samples is available, all parts 
of the decision space arc well represented and the trained 
network is capable of classifying all test samples. 

However, if only a small training sample set is availal 
the network will be trained only by this limited sample 
which may not represent all aspects of the decision spae{ 
the problem. As such, the network will not accurat 
classify data which has not been represented in the train 
set. This is called poor generalisation of the network. 

One way to overcome poor generalisation is to add nois( 
the training data to prevent over specification. Anot 
method was investigated by Hunt et al [8] who used fu 
memberships as an adjunct to SBP to overcome 1 

problem. It was found that the performance of the Fu 
Back Propagation (FBP) network was better especially 
problems where there was much overlapping of classes ; 
where the training data sets were quite small. 

This paper is an extension of the work done by McCull 
et al [ 11] and describes an investigation into 
improvements in performance (if any) of both the SBP , 
FBP network by optimisation of their control parameters 

2. Fuzzy Back Propagation Neu1 
Network 

In crisp sets, an clement either belongs or does not bel 
to a set. In fuzzy sets, it is possible for an element to bel 
partially or wholly to more than one set. A memben 
value of 0 means that the clement is not a member of the 
and a value of I means that the clement belongs entire!: 

1 This article represents an extension of the work presented in the ANNES'95 Proceedings. 
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he set. A membership value of0.3 means that the clement 
1elongs partly (0.3) in this set and partly in another [7). 

lunt et al (8] developed the fuzzy back propagation (FBP) 
lgorithm by incorporating the membership values (Jl(k)) 
lto the SBP. Jl(k) is multiplied into the total training error 
xpression before the errors arc propagated backwards to 
1itiate a change in weights. The rationale behind this is 
1at the training error should be weighted more if the kth 
attern has a high membership value in the rth class and 
tcighted less if it has a low membership value. 

lunt [7] suggested that the membership function could be 
aried according to the classification problem at hand by 
1c introduction of a fuzzy/concentration parameter m. This 
1zzy parameter determines the shape of the membership 
mction. The membership values arc calculated as follows: 

here Ui =membership function of the ith output class 

Xk = kth input pattern 

Xi = centroid of ith output class 

a . d d d . . f ·th I 1 = stan ar ev1at1on o I output c ass 
1d 0 <= m = fuzzy parameter<= infinity. 

rictly, to calculate the membership, the feature samples in 
c training data are divided into classes. The ccntroid and 
c covariance of each class is calculated, following which 
e membership vector of each feature sample is worked 
lt. 

If( 11 Xk -Xill) = 0, 
Ui(Xk) = 1 for any value of m. 

If ( 11 Xk -Xill ) > 0, and m= 0, 
Ui(Xk) = 0.5 

1is assumes that the feature sample is 0.5 in the ith class 
gardlcss of the centroid and standard deviation. 

If ( 11 Xk -Xill ) > ai , and m= infinity , 
·ui(Xk) = 0 

tis represents the crisp set where the membership value in 
; ith class is 0 or 1 only. 

general, as the value of m increases towards infinity, the 
!mbership function behaves more and more like the 
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dctinition of a crisp set. The fuzzy parameter used by Hunt 
et al [8] was 2 but this value may not be optimal for all 
applications. Thus, this fuzzy parameter has been included 
in the GA optimisation procedure for the FBP. 

3. Genetic Algorithms 

Genetic Algorithms (GAs) are search algorithms based on 
the mechanics of natural selection and genetics. They were 
originally developed by John Holland at the University of 
Michigan in the early 1970's [9]. The aim for their 
development is to produce algorithms which can solve 
difficult search problems just as nature has done through 
evolution and 'survival of the fittest'. Individuals in a 
population arc represented by a string of O's and l's. These 
individuals compete against one another to survive in the 
next generation. This is done by evaluating a fitness value 
for each individual. This fitness value determines the 
selection of the next generation. 

Other genetic mechanisms like crossover and mutation also 
operate on the new population. Crossover is the process 
whereby a pair of individuals exchange parts of their genes 
to form new structures. Mutation is a mechanism whereby a 
value of one or more of the O's and l's that make up an 
individual is changed to fonn a new structure. Mutation is 
only introduced at a very small rate but it is necessary in 
order to ensure that the search space is more thoroughly 
explored for a potentially better solution [ 4]. 

4. Experimental Design 

Experiments were carried out to investigate the effect of 
using GAs and fuzzy class membership functions on the 
performance of the SBP. From the results, a four-way 
comparison of the performance between a SBP, a FBP, a 
genetic SBP (GSBP) and a genetic FBP (GFBP) on four 
different data sets was then conducted. 

Data Sets 

The data sets used varied in size and range. The training 
and test data were derived by randomly reordering the data 
and using half of the data for training and the rest for 
testing. 

The data sets used in the experiments were: 

a) Bottle Data Set. 

This data set (as described in McCullagh et al [11]) 
classifies bottles into 2 classes - flawless and therefore can 
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be reused or flawed and therefore should be recycled. It 
consists of 32 inputs and I output. The inputs are real-
valued readings from 2 sets of 16 sensors shining on the 
bottles. 

b) Breast Cancer Data. 

This data set is obtained from the Machine Learning 
Database (MLD'93) [ 12]. lt consists of 9 inputs and I 
output which determines whether the tissue is malignant or 
benign . The 9 inputs refer to characteristics of the cells. for 
instance, uniformity of cell size. All inputs arc integer 
values ranging from I to I 0. 

c) Hepatitis Data. 

The hepatitis data set, also obtained from [ 12], consists of 
19 inputs and I output which classifies the pattern as 'live' 
or 'die'. The inputs represent characteristics of the patient, 
for example, age, sex and 16 others. Thirteen of the 16 
inputs arc binary while the others arc either real or integer 
valued. The output signifies whether the patient is still alive 
or dead. 

d) Bupa Liver Disorders Data. 

This data set consists of 5 inputs and I output which 
classifies the pattcm as liable or not liable to liver 
disorders. The 5 inputs arc all blood tests results which arc 
given as integers in the data set. 

Architecture of the neural network 

A network with 1 hidden layer was used. The number of 
nodes in the hidden layer was set for each data set. There is 
only 1 output node in all data sets with a value of 0.1 
representing one class and 0.9 representing the other. The 
architecture for the bottle data was chosen from previous 
experiments done in McCullagh et al [ 11]. All other 
architectures were selected to be as similar as possible. It is 
to be noted that to some degree the architecture used is 
irrelevant since a relative performance is sought rather than 
an absolute one. 

Bottle data, architecture = 32-4-1 
Breast Cancer data, architecture = 9-4-1 
Hepatitis data, architecture = 19-4-l 
Bupa Liver Disorders data, architecture = 5-2-1 

Training Regime 

The networks (SBP, FBP, GSBP, GFBP) were trained for 
5000 iterations, then tested on the train and test data. lt was 

found that 5000 iterations have been fairly successful in 
training the bottle data. Again, since only the relative 
pcrfonnancc was important, this training regime was used 
for all data sets. 

Design and Parameters 

Genetic Algorithm. 

A GA was used to prcdetennine the control parameters oJ 
the SBP and FBP neural network. The genetic algorithm 
used is GENESIS version 5.0 (Grenfcnstcttc et al [5]). 

Representation of Genes. 

The SBP structure contains a string of length 33 which 
represents the sigmoid parameter, learning rate, momentum 
and epoch respectively . 

The FBP structure contains a string of length 42 whid 
represents the fuzzy parameter, sigmoid parameter 
learning rate, momentum and epoch respectively . 

Ranges. 

0 <=fuzzy parameter<= 5.11 (Only for the FBP) 
0<= learning rate<= 5.11 
0 <=momentum<= 0.99 
0 <= epoch <= 256 (This range varies according to the siz( 
of the training data used) 
0 <= sigmoid parameter <= 5.1 I 

These ranges have been chosen to reflect normal heuristi< 
values. 

Control Parameters (derived by trial and error) 

The non-genetic parameters used in the SBP and FBP fo 
the bottle problem have been derived by trial and error i1 
an earlier investigation and have proved to produce fairl~ 
good results. For consistency of comparison, thes• 
parameters have been used in all applications. They an 
listed in the table below. 

Parameters SBP FBP 
Fuzzy Parameter - 1 

Learning rate 0.6 0.6 
Momentum 0.8 0.8 
Epoch 15 15 

Sigmoid Parameter I I 

Table J. Control Parameters for the SBP & FBP used in all 
applications. 
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A Parameters. 

tness: 
lpulation Size: 

RMS Error of test & train data 
50 

) . of Generations 20 
utation Rate: 0.01 
·o:sovcr Rate: 0.6 
~ncration Gap: 1.0 

1 elitist stratcg;y was used in the GA to ensure that the 
st performing individual survived intact to the next 
·nc ration without disappearing due to crossover or 
utation. Ranking was used to prevent premature 
n ergence of the population. 

rrly experimentation showed that seeding initial values in 
e first population allowed for a less diverse and more 
stri cted search. As a result, these experiments were 
nductcd without initialisation of the first population. 

. Results 

1e % accuracy as referred to in the following results is 
!culated as follows: 

meet Classification: 
An output of< 0.5 for the 0.1 class, 
An output of> 0.5 for the 0.9 class. 

correct Classification: 
An output of> 0.5 for the 0.1 class, 

An output of< 0.5 for the 0.9 class. 

ottle Data Set 

BP 

Parameters SBP GSBP 
Learning rate 0.6 ' 0.77 
Momentum 0.8 0.89 
Epoch 15 118 
Si gmoid Parameter I 0.37 

'able 11. Control Parameters for the SBP & GSBP to solve 
the bottle problem. 

·om Table 11, it is noted that the parameters derived by the 
A converge to a higher learning rate, momentum and 
10ch but a lower sigmoid parameter. 
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% Accuracy of the genetic & non-genetic SBP 
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Figure 1. % Accuracy of the genetic and non-genetic SBP 
using the bottle data after 5000 iterations. 

Figure l shows a significant improvement in the overall% 
accuracy of the GSBP as compared to the non-genetic SBP 
after 5000 iterations. 

FBP 

FBP GFBP 
I 3.07 
0.6 0.24 
0.8 0.85 
15 190 

rameter I 0.67 

Table Ill. Control Parameters for the FBP & GFBP to 
solve the bottle problem. 

The GA-derived parameters converge to a higher 
momentum, epoch and fuzzy parameter. The learning rate, 
however, is lower than expected. After 5000 iterations, it is 
observed in Figure 2 that the overall % accuracy of the 
GFBP has improved over the non-genetic FBP. 

'l\. Accuracy of the genetic & non-genetic FBP 

100 
>, 

'19 u 
~ 
a 98 u 
< 97 ~o<: 

96 
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llil Genetic • Non-genetic 

Figure 2. % Accuracy of the genetic and non-genetic FBP 
using the bottle data after 5000 iterations. 
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Note that the improvements in both Figures I & 2 arc 
mainly test set improvements. That is, using genetically 
derived parameters have improved the generalisation of the 
network appreciably. 

'J', Accmacy of the genetic & non-genetic SBI' & FBI' 

lOO I -
>, 99.5 
V 

~ 99 8 
V 98.5 ..: 
t': 98 

97.5 -. 
SBP FBP 

Figure 3: The% accuracy of the genetic and non-genetic 
SBP & FBP using the bottle 
data after 5000 iterations. 

From Figure 3, a significant improvement can be seen 
between the genetic and non-genetic networks. The genetic 
SBP and FBP have a significantly higher accuracy than the 
non-genetic SBP and FBP. There is also a significant 
improvement in performance in the FBP compared to the 
SBP. This implies that the fuzzy membership functions 
have helped to better classify the patterns that lie in the 
overlapping region of the two classes of this data set. 

Breast Cancer Data Set 

In this and the subsequent data sets, for the sake of brevity, 
only the general summary of the performance of the genetic 
and non-genetic SBP & FBP will be presented. 

SBP 

Parameters SBP GSBP 
Learning rate 0.6 1.59 
Momentum 0.8 0.62 
Epoch 15 83 
Sigmoid Parameter I 0.42 

Table IV. Control Parameters for the SBP & GSBP to solve 
the breast cancer problem. 

It is to be noted that, in the breast cancer problem, the 
learning rate and epoch converge to higher values while the 
momentum and sigmoid parameter is lower than expected. 

FBP 

Parameters FBP GFBP 
Fuzzy parameter I 1.42 
Learnin !-( rate 0.6 0.89 
Momentum 0.8 0.27 
Epoch 15 65 
Sigmoid parameter I 1.11 

Table V. Control Parameters for the FBP & GFBP to solve 
the breast cancer problem. 

It is interesting to note that in the GFBP, the GA-derive 
parameters converge to a higher learning rate and epoc 
and a lower momentum (similar to the GSBP). Howeve: 
the sigmoid parameter in this case is higher (not lowe1 
than expected. Also, the fuzzy parameter converges to 
higher value than l . 

%Accuracy of the genetic & non-genetic SBP & FBP 

97.8 
>, 97.7 
u 97.6 
~ 97.5 u ..: 97.4 
If 97.3 

97.2 
SBP FBP 

IIGenetic •Non-Genetic 

Figure 4: The% accuracy of the genetic and non-genetic 
SBP & FBP using the breast cancer. 

data after 5000 iterations. 

From Figure 4, it can be seen that there is an improveme: 
ofthe accuracy of both the genetic SBP and genetic FBP: 
compared to the non-genetic networks. However, 
comparison is done across the SBP and FBP networks, it 
clearly seen that for the non-genetic case, there is r 
improvement between using a SBP or FBP. This 
interesting, because it was seen that the FBP gave mo 
accurate results for the bottle problem than the SBP. In tl 
genetic case, there is a very slight improvement in accurac 
for the FBP compared to the SBP. 

Winter 1996 Australian Journal of Intelligent Information Processing Systems 



fh is lack of improvement of the FBP in the breast cancer 
jata points to the fact that the classes in this data set must 
1ave very well defined boundaries with little overlapping of 
:lasses as opposed to the bottle problem which has more 
>vcrlapping of classes . . 

\nothcr interesting comparison to make is to compare the 
e ults that have been obtained by Wolbcrg [13] and Zhang 
14] , when they used 369 instances of this data set for 
lassification experiments. Wolberg reported a best 
lassification accuracy of 95.9% using the multisurfacc 
11cthod of pattern separation. Zhang used instance-based 
;a rning to classify the data set and reported a best accuracy 
~suit of 93. 7%. In comparison, the results obtained by the 
.BP and FBP, whether genetic or not, have far exceeded 
1csc results with 97.8 %for the genetic FBP, 97.% for the 
enetic SBP and 97.4% for the non-genetic SBP and FBP. 

tepatitis Data Set 

Parameters SBP GSBP 
Learning rate 0.6 2.27 
Momentum 0.8 0.38 
E110ch 15 64 

Sigmoid Parameter I 0.39 

able VI. Control Parameters for the SBP & GSBP to solve 
the hepatitis problem. 

)r the hepatitis problem, the GA-derived learning rate and 
toch converge to higher values while that of the 
omentum and sigmoid parameter to lower values. 

BP 

Parameters FBP I GFBP 
Fuzzy parameter I 0.27 
Learning rate 0.6 4.67 
Momentum 0.8 0.32 
Epoch 15 26 
Sigmoid parameter I 0.36 

Table VII. Control Parameters for the FBP & GFBP to 
solve the hepatitis problem. 
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Interestingly enough, the parameters derived in the GFBP 
converge in a similar pattern to the GSBP. The fuzzy 
parameter derived is lower than expected. 

% Accuracy of the genetic & non-genetic SBP & FBP 
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Figure 5: The % accuracy of the genetic and non-genetic 
SBP & FBP using the hepatitis 

data after 5000 iterations. 

From Figure 5, it can be seen that there is a significant 
improvement of the accuracy of both the genetic SBP and 
genetic FBP as compared to the non-genetic networks. If 
comparison is done across the SBP and FBP networks, 
there is also a significant improvement in performance of 
the genetic and non-genetic FBP over the genetic and non-
genetic SBP. This improvement in the FBP implies that the 
hepatitis data set must have some overlap of classes as in 
the bottle data set. 

Next, these results are compared to those obtained by past 
users of this data set. Diaconis et al [3] reported a 
classification accuracy of 80% when the data is classified 
using computer-intensive methods in Statistics. 

Cestnik et a! [2] used Assistant-86 to classify this hepatitis 
data and reported an accuracy of 83%. In comparison, the 
results obtained by the SBP and FBP, whether genetic or 
not, have far exceeded these results with 92.8 % for the 
genetic FBP, 91.9% for the genetic SBP, 91.6% for the 
non-genetic FBP and 91.3% for the non-genetic SBP. 
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Bupa Liver Disorders Data Set 

SBP 

Parameters SBP GSBP 
Learning rate 0.6 0.99 
Momentum 0.8 0.80 
Enoch 15 90 
Sigmoid Parameter I 0.25 

Table VIII. Control Parameters for the SBP & GSBP to 
solve the bupa problem. 

In this case, the momentum has not been changed. The 
learning rate and epoch converge to higher values and the 
sigmoid parameter to a lower value. 

FBP 

Parameters FBP GFBP 
Fuzzy parameter I 1.24 
Learning rate 0.6 0.61 
Momentum 0.8 0.89 
Epoch 15 104 
Sigmoid parameter 1 0.36 

Table IX. Control Parameters for the FBP & GFBP to solve 
the bupa problem. 

Similarly, all parameters in the GFBP converge to higher 
values except for the sigmoid parameter. 

')',, Accuracy of the genetic & non-genetic SBP & FBP 
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Figure 6: The % accuracy of the genetic and non-genetic 
SBP & FBP using the bupa data after 5000 iterations. 

From Figure 6, it can be seen that there is some 
improvement of the accuracy of both the genetic SBP and 
genetic FBP as compared to the non-genetic networks. If 
comparison is done across the SBP and FBP networks, it is 
noted that the FBP both genetic and non-genetic does not 
give a better classification accuracy than the SBP in both 
cases. The accuracy is in fact a little bit lower (0.1 %) on the 
genetic FBP. 

Overall Comparison 

Data SBP GSBP FBP GFBP 
Bottle 0.086 0.058 0.081 0.056 
B.Cancer 0.114 0.111 0.114 0.111 
Hepatitis 0.250 0.307 0.223 0.212 
Bupa 0.321 0.307 0.321 0.308 

Table X. TheRMS error of the SBP, GSBP, FBP & GFBP 
for all data sets after 5000 iterations. 

Data SBP GSBP FBP GFBP 
Bottle 98.4% 99.3% 98.9% 99.6% 
B.Cancer 97.4% 97.7% 97.4% 97.8% 
Hepatitis 89.9% 91.95 91.6% 92.8% 
Buna 79.6% 80.9% 79.5% 80.8% 

Table XI. The% Accuracy of the SBP, GSBP, FBP & 
GFBP for all data sets after 5000 iterations. 

A comparison between the genetic and non-genetic SBF 
and FBP on all data sets is presented in Tables X & XI. A 
significant improvement can be seen between the geneti< 
and non-genetic networks especially for the bottle data 
Although the improvement for some data sets is greateJ 
than others, in all cases there is an improved accuracy a~ 
well as a lower RMS error. Except for the bupa data se 
where there is a drop of 0.1% (due very likely to th( 
uncertainty ofthe definition ofthe 2 classes of the data), al 
the other data sets showed a good improvement in th( 
performance of the FBP compared to the SBP and th< 
GFBP compared to the GSBP. This implies that the fuzZ) 
membership functions have helped to better classify th< 
patterns that lie in the overlapping region of the two classe: 
of these data sets. 
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Parameters GSBP GFBP 
Fuzzy parameter ------ 3.1 1.4 0.3 1.2 
Learning rate 1.3 2.7 3.8 1.7 0.4 1.5 7.8 1.0 
Momentum 1.1 0.8 0.5 1.0 1.1 0.3 0.4 1.1 
Epoch 7.9 5.5 4.3 6.0 12.7 4 .3 1.7 6.9 
Sigmoid par. 0.4 0.4 0.4 0.3 0.7 1.1 0.4 0.4 

fa ble XII. The derived control parameters as a fraction of 
the starting values (values> 1.0 thus indicate increase and 

< 1.0 indicates decrease) for each of the data sets in the 
fo llowing order: Bottle, Breast Cancer, Hepatitis & Bupa. 

'h relative movement of the parameters on each data set is 
ummarised in Table XII. It is observed that the optimal 
!a rn ing rates for all data sets, except for the bottle data in 
1c GFBP, are higher than conventional values. The 
tomentum values fluctuate depending on the data set, 
nplying that the optimisation is data dependent. The 
erived epochs are all higher than the starting value of 15. 
he sigmoid parameters generally converge to values lower 
tan I while the fuzzy parameters to values higher than 1. 
hcse general trends could be useful as a guide to setting 
Jntrol parameters for other networks. 

1. Conclusion 

he results show that the performance of the genetic 
;twork of all data sets has improved over the non-genetic 
;twork although some improvements arc greater than 
hers. This improvement in perfonnance confinns the 
:ncral belief that the optimal control parameters of a 
;ural network arc data set dependent. For example, the 
~timal learning rate ranges from as high as 4.67 (GFBP, 
cpatitis problem) to as low as 0.24 (GFBP, Bottle 
·oblcm). This implies that there is definite potential in the 
~e of GAs in tuning the parameters of a network. 

is also interesting to note that the optimal sigmoid 
irameter converges to values less than the default of I 
•ed in most applications. The derived fuzzy parameter 
t!ues range from 0.27 to 3.07 as compared to the value of 
used by Hunt et al [4], implying that the fuzzy parameter 
significantly data dependent. 

1e use of the fuzzy membership function in the SBP has 
:en found to improve the performance of all of the data 
ts except for the bupa set where the performance is almost 
e same. This is important as this means that the FBP & 
FBP can produce at the very minimum the same results as 
e SBP& GSBP. 
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Another point worth mentioning is that initial starting 
weights in the network can result in a very different set of 
parameters being evolved by the GA even though 
everything else remains the same. A good set of initial 
weights allows the GA a good starting point for the search. 
It would be interesting to investigate the improvement in 
perfonnance if these initial weights are tuned in 
conjunction with the parameters for each data set. Ichimura 
et a! [I 0] experimented with a similar idea when they used 
GAs to optimisc both the architecture and the set of initial 
weights using Adaptive Structured GAs. They reported that 
an optimal structure was derived after only 409 iterations 
for the XOR problem. 
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The Match Tracking Anomaly and its Minimisation 
in the Fuzzy ARTMAP Neural Network 

Abstract 

Guszti Bartfai 
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Victoria University of Wellington 
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This paper looks at the anomalous situation that can arise in the ARTMAP and Fuzzy ARTMAP neural net-
works - as a result of their "match tracking '' process - whereby a current input-target association cannot 
be learned because the network is unable to find an alternative category for an input pattern that matches its 
selected category prototype perfectly. We show that this Match Tracking Anomaly (MTA) cannot be avoided 
in the Fuzzy ARTMAP network if its ARTb vigilance level is less than 1. To alleviate this problem, we pro-
pose two improvements to the Fuzzy ART MAP learning algorithm. One of them is concerned with the timing 
according to which input patterns and corresponding target outputs are processed by the network. The other 
one is the explicit overwriting of an existing association between an input and an output category in case the 
input is matched perfectly and yet the network's prediction is wrong. Both of these modifications are needed 
to reduce the occurr·ence of MTA during learning, and eliminate it altogether in a trained network (on a finite 
training set). As a result, training time is also reduced, which is demonstrated through the performance of 
the network on a machine learning benchmark database. This paper expands on the results presented in [3}. 

Keywords: Adaptive Resonance Theory, Fuzzy ARTMAP, Match Tracking Anomaly, Zoo database. 
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1 Introduction 

The Fuzzy ARTMAP neural network [6] implements 
a supervised learning mechanism capable of self-
organising stable recognition categories in response 
to arbitrary sequences of analogue and binary input 
patterns. It offers a unique solution to the stability-
plasticity dilemma that autonomous learning systems 
have to face, and overcomes the problems of long 
training and "catastrophic forgetting" associated with 
many popular networks such as back-propagation [10]. 
The Fuzzy ARTMAP network has been applied to sev-
eral machine learning benchmark problems [6] as well 
as real-world tasks (for example [1]), and compared 
favourably with other neural networks and traditional 
AI machine learning algorithms. 

Under certain conditions, however, anomalous situ-
ations can occur in the network during training as a 
result of its internal "match tracking" process. As a re-
sult, the network is unable to learn a new input-target 
association (see details in section 3) . This was first re-
ported in [7] for the ARTMAP network, but it was also 
claimed that this anomaly would never arise if the (bi-
nary) input patterns have the same number of 1 's [7, 
pages 584-585]. We showed in [4] that this claim holds 
only if the vigilance parameter of the ARTb module 
(pb, see in section 2) is set to 1. Although Pb = 1 is a 
typical setting in pattern recognition, there can be ap-
plications where Pb < 1 is needed (see [2] for example). 
In such situation, we have shown that the anomaly can 
still be eliminated if the presentation of input-target 
pairs satisfies certain timing conditions [4]. 

A distinctive advantage of the Fuzzy ARTMAP net-
work over ARTMAP is that it is capable of operating 
in slow learning mode. This difference, however, causes 
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the above anomaly to re-emerge even if the timing 
conditions above needed for ARTMAP are satisfied. 
Consequently, the Fuzzy ARTl\'lAP learning algorithm 
needs to be modified to cope with this kind of problem. 

This paper looks at the Match Tracking Anomaly 
(MTA) in the Fuzzy ARTMAP network, and intro-
duces two improvements to its learning algorithm: one 
that eliminates the match tracking anomaly (or MTA) 
when the network is in fast learning mode, and an-
other that is needed to initially correct and eventually 
eliminate the MTA - on a finite training set -- in 
slow learning mode. The effect of these improvements 
are demonstrated when the network is trained on a 
machine learning benchmark database. 

Expanding on the results presented in [3], some fur-
ther experiments were also carried out in order to gain 
insight into the joint effect of two parameters (learning 
rate and choice) on the original and improved Fuzzy 
ARTMAP learning algorithms. 

Section 2 introduces the Fuzzy ARTMAP network 
at a level that is necessary for understanding the 
main results of this paper. Section 3 deals with the 
Match Tracking Anomaly in the ARTMAP and Fuzzy 
ARTMAP networks. In section 4, the two improve-
ments to the standard Fuzzy ARTMAP learning algo-
rithm are described. The experiments are discussed 
and the results are presented in section 5. After some 
discussion in section 6, conclusions are drawn in sec-
tion 7. 

2 The Fuzzy ARTMAP net-
work 

The Fuzzy ARTMAP neural network architecture is 
capable of incremental learning of multidimensional 
mappings in response to arbitrary sequences of ana-
logue and binary input/target vector pairs [6]. The 
vectors can represent fuzzy or crisp sets of features . 
The architecture of the network (see figure 1) is iden-
tical to that of an ARTMAP network [7], except that 
the binary ART1 [5] modules are replaced with Fuzzy 
ART (8] ones. 

A Fuzzy ART network performs unsupervised clus-
tering on analogue and binary input patterns. It has 
three layers: the input layer (FO), the comparison layer 
(F1), and the recognition layer (F2), with M, M and 
N neurons, respectively (see modules ART a and ARTb 
in figure 1). The neurons, or nodes, in the F2 layer 
represent input categories. Each F2 node j stores a 
prototype vector Zj for the category it represents. 

Upon presentation of an input vector x (x; E 
[0, 1], i = 1, 2, ... , M), the network attempts to classify 
it into one of its existing categories based on its sim-
ilarity to the stored prototype of each category node. 
More precisely, for each node j in the F2 layer, the 
choice j1mction 

T ·( ) _ jx/\zjl 
J X -

f3 + lzil 
(1) 

is calculated, where ,B > 0 is the choice parameter, 
the fuzzy AND [11 J operator 1\ is defined by 

and the norm I · I is defined by 

M 

IPI = :LPi 
i=l 

for any fi.i-dimensional vector p. 
The network then makes a category choice by select-

ing the F2 node J where 

TJ = max{Tj : j = 1, 2, ... , N}. 

The Fl layer activity vector then becomes x 1\ ZJ 

and is compared to the current input vector x: the 
strength of the match is given by 

(2) 

which is compared with a system parameter p called 
vigilance (0:::; p:::; 1). If the input matches sufficiently, 
i.e. the match strength 2: p, then it is assigned to F2 
node J and the network learns it by adjusting ZJ ac-
cording to the equation 

(new) _ ( (\ (old)) + (1 _ ) (old) 
ZJ -1} X ZJ 1J ZJ (3) 

where 1J is the learning rate (0:::; 1J:::; 1). 
If the stored prototype ZJ does not match the input 

sufficiently (match strength< p), the winning F2 node 
J is reset for the period of presentation of the current 
input . Then another F2 node (or category) will be 
selected whose prototype will be matched against the 
input. This "hypothesis-testing" cycle is repeated until 
the network either finds a stored category whose pro-
totype matches the input closely enough, or allocates 
a new F2 node. Then learning takes place as described 
above. 

After an initial period of self-stabilisation, the net-
work will directly (i.e. without search) access the pro-
totype of one of the categories it has found in a given 
training set. The higher the vigilance level, the larger 
number of smaller, or more specific, categories will be 
created. (If p = 1, the network will assign a new cate-
gory for every unique input pattern .) 

The two Fuzzy ART modules in a Fuzzy ARTMAP 
network are linked together by an "inter-ART" asso-
ciative memory called map field (Fab). Module ART a 
(with a baseline vigilance Pa) learns to categorise in-
put patterns a<iJ presented at layer Fg, while module 
ARTb (with vigilance Pb) develops categories of target 
patterns b(il presented at layer F;f. Modules Ff and 
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,...ab map field t' 

zj 
reset 

za 
J match 

tracking 

reset 

F igure 1: Architecture of the Fuzzy ARTMAP network. Note that the bottom-up weights Zj and Z% are not 
used explicitly in Fuzzy ART, but are included in (1) implicitly. 

p ab are connected via associative links ( wjZ) whose 
strengths are adjusted through learning (see below). 
There are one-to-one, two-way, and non-modifiable 
connections between nodes in the pab and FJ layers, 
i.e. each F~ nodeis connected to its corresponding pab 
node, and vice versa. A new association between an 
ART a category J and an ARTb category K is learned 
by setting the corresponding F2 -+ pab link (or con-
nection weight) to one and all other links from the 
same ART a node to zero, i.e. 

ab { 1 if j = J and k = K 
wjk = 0 otherwise . (4) 

When an input pattern is presented to the network, 
the pab layer will receive inputs from both the ART a 

module ( w'jb vector through the previously learned 
j -+ K associative link) and the ARTb module (FJ 
output vector yb with the winning F~ node set to one). 
If the two pab inputs match, i.e. the network's predic-
t ion is confirmed by the selected target category, the 
network will learn by modifying the prototypes of the 
chosen ART a and ARTb categories according to the 
Fuzzy ART learning equations shown above. If there 
is a mismatch at the pab layer, a map field reset signal 
will be generated, and a process called match tracking 
will start whereby the baseline vigilance level of the 
ARTa module will be raised by the minimal amount 
needed to cause mismatch with the current ART a in-
put at the Ff layer. This will subsequently trigger a 
search for another ART a category, whose prediction 
will be matched against the current ARTb category at 
the pab layer again .. This process continues until the 
the network either finds an ART a category that pre-
dicts the category of the current target correctly, or 
creates a new F2 node and a corresponding link in the 
map field, which will learn the current input/target 

pair according to ( 4). The ART a vigilance is then al-
lowed to return to its resting level (Pa). 

After a few presentations of the entire training set, 
the network will self-stabilise, and will read out the 
expected output for each input without search. 

Note that if the Fuzzy ARTMAP network is trained 
on binary patterns only, then the 1\ operator in (1), (2) 
and (4) will be equivalent ton, the binary intersection 
operator. In this case, the Fuzzy ARTMAP network 
in fast learning mode (TJ = 1) will be equivalent to the 
ARTMAP network. 

3 The 
Match Tracking Anomaly in 
the Fuzzy ARTMAP network 

The match tracking anomaly (a term that was intro-
duced in (4)) was first discussed by Carpenter et al. in 
relation to the ARTMAP network [7]. Since the Fuzzy 
ARTMAP network is equivalent to ARTMAP in fast 
learning mode (TJ = 1) when both are trained on bi-
nary patterns, it is instructive to look at the MTA in 
the ARTMAP network first, and then discuss the im-
plications of slow learning in Fuzzy ARTMAP. 

The ARTMAP network was originally introduced 
for supervised learning of classification of arbitrary se-
quences of input patterns. Carpenter et al. in [8] noted 
that the following anomalous situation can arise in the 
network as a result of its match tracking process. Sup-
pose ART a input vector a (i) is perfectly coded by cat-
egory J, i.e. zj = a(i). (This i<> the case, for example, 
when category J is created, or node J becomes com-
mitted, while input a(il is presented.) Furthermore, 
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the network has learned to associate ARTb category 
K with ART a category J . Suppose the prototype vec-
tor z~ of category K is subsequently recoded during 
further training such that it no longer matches target 
b(i) enough at the current Pb < 1 vigilance level, but zJ 
remains unchanged. So when the (a<>l, b<il) pair is pre-
sented again, ARTb will select another category that 
will cause category mismatch at the map field with the 
network's prediction of category K. This will trigger 
the match tracking process, which will raise Pa above 
1 since prototype zJ matches input afi) perfectly. The 
network will then be unable to find another ART a cat-
egory that would match the input any better. In such 
cases, the network will be shut down for the duration 
of the current input/target pair [8]. It was claimed 
in [8] that the MTA will not arise if the ART a inputs 
have the same number of 1 's. (The same number of 1 's 
in the input can be guaranteed by representing input 
patterns in complement coding [8], according to which 
both input a and its complement ac (where every bit 
in a is inverted) are shown to the network. Thus the 
norm of the new input vector j(a, ac)l will be constant.) 

In [4], we showed that in more general learning tasks, 
in which target outputs are arbitrary binary vectors 
(not just simple category codes), the MTA can in fact 
arise even if the inputs to the network are complement 
coded, and the training set is non-contradictory, i.e. no 
two identical inputs have different target values. 

An example training sequence that leads the 
ARTMAP network into a typical MTA condition 
(which was referred to as MTA-S in [4]) is shown in 
table 1. 

A graphical illustration of this situation is shown in 
figure 2, which helps understand why this kind of MTA 
occurs in ARTMAP. 

It was shown that the timing condition under which 
ARTa inputs and ARTb targets are presented to the 
network is crucial. Namely, theorem 1 in [4] states: 

"The match tracking anomaly will never 
arise in the ARTMAP network when comple-
ment coded input/target pairs from a non-
contradicting training set are presented to the 
network such that in each learning trial the 
ART a input is presented first, and the net-
work is allowed to make a prediction through 
the Fab map field before the ARTb (target) 
input is presented." 

If the ARTMAP network is able to make a predic-
tion before the target is presented, the ARTb module 
will be "primed" by the F~ layer, which will send down 
its category template to the Ff layer via the top-down 
pathways. We assume that the network dynamics are 
such that this top-down template will be tested first at 
the Ff layer as the target vector is registered into the 
FJ layer. If this top-down template (i.e. the network's 
prediction) and the target are sufficiently close to each 
other, no reset wave will be triggered, and the cur-

rent Fj selection will be confirmed, and subsequently 
learned. 

Since the Fuzzy ARTMAP network does incorporate 
the ARTiVlAP network as a special case, we can expect 
the MTA to occur in this network, too. However, the 
timing issue was not discussed in [6], probably because 
in all the experiments Pb was set to 1. If Pb = 1, no re-
coding of ARTb categories can occur, and therefore the 
match tracking anomaly will not arise (see theorem 3 
in [4]). 

In the Fuzzy ARTMAP network, when the ARTb 
module is in slow learning mode, i.e. 1) < 1, it can no 
longer be guaranteed that 

(5) 

once F~ node K has encoded target input b(il ac-
cording to (3). However, (5) was an important assump-
tion for the proof of theorem 1 in [4]. As a consequence 
of this, 

the match tracking anomaly cannot be 
avoided in the Fuzzy ARTMAP network un-
less Pb = 1. 

4 Improvements to the learning 
algorithm 

We propose the following two improvements to the 
original Fuzzy ARTMAP learning algorithm (which 
will be called FAM henceforth). 

Improvement 1 ("priming"): Upon presentation 
of each (a(il,b(il) pair from the training set, find an 
ART a category J for the a(i) input first, select an out-
put category K (via the Fab map field), then "prime" 
the Ff layer with the prototype vector z~ of the se-
lected F~ node before presenting the target output 
b(i) 1 . This is essentially the "timing condition" of the-
orem 1 in [4] applied here to the Fuzzy ARTMAP net-
work. 

Improvement 2 ("unlearning"): Once the MTA 
condition is detected2 , "unlearn" the existing J -+ J( 

link and create a new J -+ K' one where K' is the 
selected ARTb category on the current target pattern. 

The learning algorithm with the above modifications 
will be referred to as FAM-UP (for "FAM with Un-
learning and Priming"). 

Note that the above improvements will not eliminate 
the MTA altogether (see section 7), but will 

1 This way node K will be tested against vigilance before any 
other F~ node. which may not happen were the ARTb module 
left to c:tegorise b(il independently. 

2 Note that it can only occur in slow learning mode if im-
provement 1 is already applied. 
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Input ART a F2--* F~ ARTb categories Target 
Step a(i) cat# !\:lapping zb 1 zb 2 

b(i) 

1 1 1 1 1 1 1 1 --* 1 1 1 1 1 1 <l unused 1 1 1 1 1 
2 1 1 1 0 0 2 2 --* 1 111xx <l unused 1 1 1 0 0 
3 0 0 0 1 1 3 3--*2 111xx 0 0 0 1 1 <l 00011 
4 1 0 0 1 1 4 4--*2 1 1 1 X X x0011 <l 1 0 0 11 
5 0 1 0 1 1 5 5--*2 1 1 1 X X X X 0 1 1 <l 0 1 0 11 
6 0 0 1 1 1 6 6--*2 1 1 1 X X xxx11 <l 0 0 1 1 1 
7 1 1 1 1 1 1 1 --* 1 l> 111xx <l xxx11 1 1 1 1 1 
8 10000 7 7--*1 lxxxx <l xxx11 10000 
9 1 1 1 1 1 1 1 --* 1?2 I> 1xxxx xxx11 <l 1 1 1 1 1 

Table 1: An example sequence of input/target pairs that lead the ARTMAP network to the MTA. Here, each 
input pattern is identical to its corresponding target (i.e. auto-associative learning), and the norm of all patterns 
is 5. For clarity, the complement patterns are not shown. In category prototypes, a "x" means "don't care", 
which corresponds to a "00" bit pair in complement coding. For the ART a module, only the winning nodes are 
shown. We assume that the ARTa vigilance is high enough (e.g. Pa = 0.9) so the 11111 pattern will be the 
only one in its own category. ARTb vigilance is less than 1/5 (e.g. Pb = 0.1). The symbol "1>" appears beside 
the ARTb category that the network predicts through the F!f --* Fj associations in each trial. The symbol "<l" 
denotes the category that is selected by the ARTb module before the corresponding input is presented. So in 
step 7, the network's prediction is confirmed (i .e. "1>" and "<l" appear at the same category), while there is 
a mismatch in step 9, which eventually causes the MTA. (The absence of the "1>" symbol in rows 1-6 and 8 
indicates that the network did not have a prediction, and the corresponding J --* K links were created in those 
trials.) The F!f --* F~ mappings that the network created or used in each trial are also shown. Steps 1 to 6 
illustrate a kind of "erosion" process of ARTb category z~, while steps 7 and 8 "prepare" the MTA condition that 
occurs in step 9. (Here we assume that new ART categories are created in the order of 1, 2, 3 and so on.) 

Kl 

Kl 

• • 

K2 K2 

(a) (b) 

Figure 2: Graphicalillustration of a typical MTA condition. Target patterns are represented as points on the 
t'No-dimensional plane. Categories are represented as rectangles, the area of each rectangle being proportional to 
t he size of the category they represent. Figure 2a shows that category K1 is initially smaller (i .e. more specific) 
t han K2, and target b(il) (circle) is inside (i.e. proper subset of) both K1 and K2. If at some later stage, another 
target input is presented (diamond, in figure 2b) that causes K1 to generalise to include that input; K1 could 
grow larger than K2 as a result. When target b(il) is re-presented, this time category K2 will capture it since it 
has now become more specific than Kl. This will cause the anomaly to emerge as the network still predicts K1 
t hrough its previously learned J1 --* K1 link. 
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• minimise the occurrence of MTA, and 

• ensure MTA will not re-emerge on the same in-
put/target pair from a finite training set. 

As a consequence of the reduction in MTA occur-
rences, training time is also reduced, which is demon-
strated in the following section. 

5 Experimental results 
In order to evaluate the new Fuzzy ARTMAP learning 
algorithm (FAM-uP), we carried out experiments on 
the "zoo" machine learning benchmark database [9]. 
Unlike in [7], where target outputs were codes for cor-
rect output categories, here the Fuzzy ARTMAP net-
work was used in an "auto-associative" setting to de-
velop two-level class hierarchies from the training set 
(similar to [2]). In particular, each input was identical 
to its target pair (i.e. a(i) = b(i)), and both the ART a 
and ARTb modules developed clusterings of patterns 
from the same training set at different levels of vigi-
lance (Pa > Pb)· 

The "zoo" database contains 101 instances of ani-
mals described with 18 attributes. Out of these at-
tributes, we used the 15 boolean ones that indicate 
the presence or absence of certain features like "hair", 
"aquatic", "domestic" and so on. We also used the 
"number of legs" attribute, which is a set of 6 integers. 
The "type" (or class) attribute was ignored.3 The pat-
terns were presented to the Fuzzy ARTMAP network 
in complement coding resulting in 36-dimensional bi-
nary vectors of equal norm (= 16). 

Training proceeded by showing each input/target 
pair from the training set repeatedly until convergence 
was reached, i.e. the network stabilised itself on the 
training set. Convergence was established if the num-
ber of input and target patterns for each ART a and 
ART b category did not change for the past 5 presen-
tations of the entire training set. After training, each 
input and target pattern had direct access, i.e. without 
search, to its corresponding prototype. 

Table 2 shows a comparison of the FAM and 
FAM-UP algorithms. 

It can be seen from the table that applying FAM-UP 
reduced training time by 9 to 72%. We can also ob-
serve a 2 to 30-fold decrease in the number of epochs 
where MTA occurred during training. A more signifi-
cant (6 to 75-fold) reduction is shown in the "MTA per 
trial" measure with the improved algorithm. Note that 
the MTA was eliminated completely when the network 
stabilised itself. 

We can also see that MTA disappears with rJ = 1. 
This is the case that was discussed in theorem 1 in [4]. 

3The 18th attribute ("animal name") wa.s simply used a.s a. 
label for the individual instances. 

We also carried out experiments to see how changing 
the choice parameter (/3) and learning rate (ry) affects 
training time and the frequency of MTA. 

Figure 3 shows the average number of epochs for 
both the original Fuzzy ARTMAP training algorithm 
(FAM) and the improved one (FAM-uP). 

First, we can see a general reduction of training time 
(measured in epochs) in almost all settings of rJ and /3. 
(Note that the bars along the "learning rate" axis in 
the f3 = 0.001 row correspond to the values in columns 
I and 2 in table 2.) This is due mainly to the unlearn-
ing capability of FAM-uP (see improvement I) which 
enables the network to correct its mistakes quickly 
when MTA occurs. Also, the choice parameter ap-
pears to have a smaller effect on training time when 
the FAM-UP algorithm is used. 

Figures 4a and 4b show the MTA frequencies of 
FAM and FAM-uP, respectively, with respect to rJ 
and {3. 

Here, a dramatic drop in MTA occurrences can be 
observed over all settings of rJ and /3, especially in the 
f3 = 10 and f3 = 100 cases. (Note that the bars along 
the "learning rate" axis in the f3 = 0.001 row corre-
spond to the values in columns 3 and 4 in table 2.) 
This is due to priming, which eliminates MTA com-
pletely in the 'T/ = 1 case, as well as unlearning, which 
causes the network not to repeat the same MTA in 
subsequent epochs. The MTA frequencies are higher 
in the f3 = 10 and f3 = 100 rows of the original al-
gorithm, which is the result of a combined effect of 
two different MTA conditions (referred to as MTA-S 
and MTA-/3 in [4]). Figure 4b shows that one condi-
tion (MTA-/3) is completely eliminated in the improved 
learning algorithm. 

6 Discussion 
On the basis of the analytical and experimental re-
sults presented in this paper, one might think that the 
Fuzzy ARTMAP has some sort of "design flaw" which 
needs to be rectified. While the MTA is indeed an 
undesirable condition that affects the network's per-
formance, we point out again that the MTA does not 
occur if Pb = 1. This is the typical setting in supervised 
learning of recognition categories that the ARTMAP 
network was designed for. It is also how the Fuzzy 
ARTMAP in [6] was applied throughout even when 
the task was to approximate a continuous function. 
However, ARTb vigilance is a free parameter in Fuzzy 
ARTMAP, and there is no reason why it cannot be set 
to < 1 in certain applications. 

We also note that one of the improvements, "prim-
ing" the ARTb module before presenting the target, 
is not the obvious timing to apply in computer sim-
ulations. Since the ARTMAP network is built up of 
two ART modules, it would seem more appropriate 
from the point of view of effective modular program-
ming to handle those two networks independently and 
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(a) FAM (b) FAM-uP 

Figure 3: This pair of 3D bar charts show the training times in epochs for the original Fuzzy ARTMAP algorithm 
and FAM-UP with respect to the ARTb learning rate (TJb, along the y-ax:is, in the range of 0.1 to 1) and the ART a 
and ARTb choice parameters (/3 = !3a = /3b, along the x-ax:is, in the range of 0.001 to 100). The height of each 
bar measures the average number of epochs over the same set of 100 sessions as in table 2. All other parameter 
settings were identical, too. 

(a) FAM (b) FAM-UP 

Figure 4: This pair of 3D bar charts show the MTA frequencies for the original Fuzzy ARTMAP algorithm and 
FAM-UP with respect to the ARTb learning rate (TJb, along the y-ax:is, in the range of 0.1 to 1) and the ART a 

and ARTb choice parameters (/3 = !3a = /3b, along the x-axis, in the range of 0.001 to 100). The height of each 
bar measures the average percentage of epochs in which MTA occurred at least once over the same set of 100 
sessions as in table 2. All other parameter settings were identical, too. 
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ARTb Training time MTA% of 
learning rate in epochs Epochs Trials 

1/b FAM FAM-UP FAM FAM-uP FAM FAM-uP 
0.1 14.66 10.14 79.60 25.44 4.42 0.33 
0.2 11.49 6.18 81.54 31.71 3.86 0.41 
0.3 10.45 4.45 73.77 33.25 3.18 0.43 
0.4 9.36 3.27 63.46 27.21 2.34 0.36 
0.5 9.03 2.90 61.57 22.75 1.89 0.31 
0.6 9.64 2.69 60.16 22.67 2.74 0.30 
0.7 7.91 2.24 52.46 13.83 2.13 0.17 
0.8 6.79 2.76 49.77 9.42 2.13 0.10 
0.9 5.03 1.97 29.22 1.01 0.75 0.01 
1.0 2.12 1.94 11.32 0 0.19 0 

Table 2: This table compares the original and improved Fuzzy ARTMAP learning algorithms when the ARTb 
learning rate changes from 0.1 to 1. The ART a learning rate 1Ja was set to 1. Each row shows averages over the 
same set of 100 training sessions. In each training session, the network was trained completely on the training 
set, i.e. training stopped when no further weight changes occurred in the network for 5 full training cycles (or 
epochs). The ARTa and ARTb vigilance parameters (Pa,Pb) were 0.4 and 0.1, respectively. The "MTA% of 
epochs" columns show the percentage of epochs in which MTA occurred at least once. The "MTA % of trials" 
columns show the percentage of learning trials (i.e. input/target presentations) in which MTA occurred during 
the 100 training sessions. The choice parameters (f3a and f3b) were set to 0.001. 

loosely coupled (i.e. letting them interact only out-
side of each other and one not affecting the internal 
state of the other). Therefore, the timing whereby we 
first let each ART module classify their input inde-
pendently {which translates to presenting the target 
pattern without the ARTb module being primed) ap-
pears to be better. However, the proposed timing that 
helps avoid MTA is directly the opposite: the output of 
ART a changes the internal state of ART b (by priming 
it through the map field), which affects how ARTb pro-
cesses its input! Perhaps this paper could also serve as 
a lesson that certain assumptions and simplifications 
in computer simulations cannot be made arbitrarily, 
and without any consequences. 

7 Conclusion 
In this article, we discussed the match tracking 
anomaly in the Fuzzy ARTMAP neural network, and 
introduced two improvements to the standard Fuzzy 
ARTMAP learning algorithm: one that is concerned 
with the timing at which ARTa inputs and ARTb tar-
gets are presented to the network; and another that ex-
plicitly "unlearns" an F!f -t F~ link once the anomaly 
occurs. We have shown that these modifications not 
only result in faster training, but also reduce the occur-
rence of MTA significantly. Moreover, if the network is 
trained on a finite training set, the MTA can be elimi-
nated this way completely. If, however, the network is 
used in a real-time autonomous learning environment, 
the MTA cannot be eliminated, but at least can be de-
tected. Note also that in real-world environments the 
MTA can be caused by contradicting input/target pat-

terns. How the network should handle such situations 
must be the subject of further investigation. 
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Abstract 
This paper proposes neuro-fuzzy engineering as a novel approach to spatial data analysis and for building decision making 
systems based on spatial information processing, and the development of this approach by the authors is presented in this 
paper. It has been implemented as a software environment and is illustrated on a case study problem. 

1 Introduction 
Neuro-fuzzy engineering has emerged as a new and very 
powerful technique which allows for: 

• learning from data; incorporating both initial set of 
knowledge and data into a simple decision making 
framework; 

• extracting knowledge from data for the sake of 
explanation and understanding; 

• adaptive tuning of existing knowledge according to new 
data [1,10,11,12,13,14,15]. 

Neuro-fuzzy engineering nowadays is a comprehensive and 
robust methodology for knowledge engineering and problem 
solving [1]. 

This paper applies some already known techniques of neuro-
fuzzy engineering and goes on to develop some of these 
methods further with particular respect to spatial information 
processing. An example problem, golf course suitability 
decision making, has been chosen for illustrative purposes 
and is used throughout the paper. 

2 Neuro-fuzzy engineering 
techniques 

At the centre of the neuro-fuzzy engineering techniques are 
artificial neural networks, or simply -- neural networks (NN). 
Connectionist-based methods, such as neural networks, are 
derived from parallel and distributed computing architectures 
and make use of distributed, local computations in such a 
way that the overall system exhibits a "high-level" 
inferencing capabilities, such as learning, generalisation, 
adaptation [2,3]. NN, in particular, have the important 
capability of approximating any continuous function to any 
desired degree of precision, without the need for specifying 
the type or nature of the function [4]. Even relatively small 
neural networks can approximate polynomial functions of 
almost any degree, without the necessity of specifying the 
degree of that function prior to training the network. For this 
reason it can be useful to use neural networks in the initial 
stages of an empirical investigation, when little may be 

known about the nature of the spatial data set at hand 
[8,9,19,20]. 

The fuzzy systems paradigm [5], another key element of 
neuro-fuzzy engineering, allows for representing ambiguous, 
but rationale, knowledge in linguistically defined and 
meaningful terms. Different types of fuzzy rules and fuzzy 
inference methods have been explored, from simple rules 
with the min-max compositional inference method to more 
sophisticated weighted fuzzy rules with fuzzy evidential 
reasoning methods [5-10]. Standalone fuzzy systems have 
been developed for classification and decision making based 
on spatial data. 

A fuzzy neural network (FNN) is a connectionist model 
which blends at a low level the neural-network and fuzzy 
systems paradigms. There are a variety of FNN 
architectures [11,12,15]; for example, the FNN model [15] 
facilitates learning from data, fuzzy rules extraction, fuzzy 
rules insertion, approximate reasoning, adaptation. This 
FNN uses a multi-layered perceptron (MLP) network and a 
backpropagation training algorithm. The general architecture 
consists of five layers: 

1. input variables layer; 
2. condition elements (fuzzy membership functions) layer; 
3. rules layer; 
4. action elements (output membership functions) layer, 

and 
5. output variables layer, 

as described in [1,15]. In the following experiments, partial 
FNNs that consist of only a condition element layer, a rule 
layer and an action element layer are considered. The 
membership functions are defined by the user. For the 
experiments in the next section, the membership functions are 
of the standard triangular type with an uniform distribution 
over the universe of discourse. Fuzzification and 
defuzzification are performed outside the structure. 

One of the advantages of fuzzy neural networks is that 
structured information (knowledge) can be inserted and 
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extracted from them. A FNN, after training, can be 
interpreted in linguistic terms. The structure of a FNN also 
structures the information (knowledge) representation and 
interpretation. Various algorithms for rules extraction from 
connectionist structures are discussed in [ 1, I 7]. An 
algorithm called REFuNN (Rules Extraction From Neural 
Networks) for rules extraction from a trained FNN is 
presented in [1,15]. Its simplified version is used in this 
paper. The method is based on the following assumptions: 
hidden nodes in a MLP capture features, rules, and groups of 
data; fuzzy quantisation of the input and the output variables, 
which is performed outside the algorithm, brings additional 
knowledge to the system thus improving its performance. 
Automatically extracted rules may require additional 
manipulation depending on the reasoning method applied 
afterwards. The algorithm uses thresholds above which 
n etwork connection weights are kept and which are 
represented in a linguistic form as fuzzy rules. Another 
algorithm for rules extraction, based on a connection-masking 
operation, is presented here, along with a discussion of 
experimental results, as well. 

3 The case study problem 
For illustrative purposes we consider an artificial problem 
that has been chosen for its conceptual simplicity and yet one 
whose "solution" is somewhat difficult for numerical 
modelling methods, because it is only piecewise 
differentiable. The problem is to determine the suitable sites 
for the locations of public golf courses in the South Island of 
New Zealand [20]. For this problem it was assumed that 
suitability could be determined from the observed data of 
mean summer temperature, mean annual rainfall, mean 
altitude, and distance from the nearest of four principle urban 
centres on the South Island. Each of the four input 
parameters was partitioned into five possible ranges, and the 
output parameter (suitability for locating a public golf course) 
was taken to have five possible values, ranging from 0 to 4. 
For each of the 153,036 1 km2 blocks (pixels) of the South 
Island, a value for each of the four input parameters was 
determined. In order to provide an evaluation mechanism, an 
artificially correct "solution" was also determined for each 
block, based on a set of plausible, but highly non-linear rules. 
Figure 1 shows the distribution of these solution set points, 
with the darkest values (value = 4) representing the most 
suitable golf course sites. 

In order to describe the so-called "solution" suitability, we 
make reference to the following six variables: 

S the overall suitability for building a golf course 

sf a numerical factor used in the calculation 

ds suitability associated with distance 

ts suitability associated with temperature 

rs suitability associated with rainfall 

hs suitability associated with altitude. 

For each of the last four variables, a set of rules was 
constructed that dealt with the suitability for a particular 
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attribute. For example the mean summer temperature (temp) 
rules were as follows : 

If (13" <=temp< 14"), then ts = 4. 

If (14" <=temp< 15.5") or (12.5" <=temp< 13"),t hen ts = 3. 

If (15.5" <=temp< 16") or (12" <= temp< 12.5"), then ts = 2. 

If (16" <= temp < 20") or (11.5" < temp < 12"), then ts = 1. 

If temp >= 20" or temp <= 11.5" then ts = 0. 

Rules of a similar nature were established for rainfall, 
distance from urban centres, and altitude. The results of 
these separate layer analyses were combined according to the 
following formula for the suitability factor. 

sf = 3*ds + 2*ts + rs + 1.5 * hs - 1 

The suitability S was determined as follows: 

If (0 <= sf <= 6), then S = 0 

If (7 <= sf <= 12), then S = 1 

If (13 <= sf <= 18), then S = 2 

If (19 <= sf <= 24), then S = 3 

If (25 <= sf <= 30), then S = 4 

Thus S could take on values from 0 (definitely unsuitable) to 
4 (excellent), concerning the suitability of the land site for 
golf course construction. 

; • Great 
i ll!!Gocd 

Cl Poor 
Cl Unsu8able 

Figure 1. Solution produced by a human expert 

4 Neural networks for spatial 
information processing 

A MLP NN, with 4 input nodes, 20 hidden-layer nodes, and 
5 output nodes, was first trained, using only 1,000 of the 
153,036 possible data blocks (Fig. 2). Despite the relatively 
small training set, the artificial neural network was found to 
provide about 80% of the correct values over the full test set 
of 153,036 blocks (Figure.3 and Figure .4) [20]. 
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Class 0 Class l Class 2 Class 3 Class 4 

Nti Rain Temp Dist 

Figure 2. A three-layer MKP for the golf-course problem. 

100 1',000 10,000 
Samples Samples Samples 

Training 1,500 890 7,900 
epochs 
Error after 0.2301 0.2302 0.2309 
training 
No 106,782 126,480 127,343 
difference (67.78%) (82.65%) (83.21 %) 
One class 45,078 25,800 25,362 
difference (29.45%) (16.86%) (16.57%) 
Two class 1,176 756 331 
difference (0.77%) (0.49%) (0.22%) 

Figure 3. Confusion classification table for the NN 
solution 

As can be seen from Fig. 3, using only 1,000 of the 153,036 
pixels, 82.65% of the pixels were classified correctly. 
Moreover, assuming that one class misclassifying is tolerable, 
more than 98% of the results of the NN recalling solutions 
will be acceptable, even if only 1000 samples are selected as 
training data of neural net from 153,036 possible ones. 
Nevertheless there is no great improvement in the solution 
from the case of 1,000 samples to the case of 10,000 samples 
[20] 

•Great 
J:]Cood 
CJ Poor 
DUns.Uble 

Figure 4. Testing the NN solution on the whole data set. 

5 Fuzzy neural networks for spatial 
information processing 

A FNN, as described in [1,15], was then used for the same 
task discussed in Section 4. Five linguistic values: 
unsuitable, poor, good, great, and excellent, were created for 
describing the output (decision) variable -- the suitability 
level. They are presented as five fuzzy membership functions, 
depicted in figure 5. 

u(x) 

Figure 5. Membership function of suitability 

All the input variables: altitude, rainfall, temperature, and 
distance, are represented as five fuzzy values each as 
illustrated in Figure 6. 

very 

0 I altitude 
I 801 1602 2403 3203 (metre) 

0 I I rainfall 
500 1100 1700 2300 3000 (mm pe1 

annum) 

0 distance 
0 130 261 (metre) 

Figure 6. Membership functions for the input variables 
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To match the linguistic input values, a three layer FNN was 
created with 20 input nodes (each of which is associated with 
a membership function of the input variables), 20 hidden 
nodes, and 5 output nodes to calculate the output membership 
degrees (fig.7) . 

The same number of (now appropriately fuzzified) samples, 
as those in the previous section, were taken from the 153,036 
data examples. The FNN was trained with the 1,000 
fuzzified samples using the backpropagation algorithm. 

Suitability 

! 
Defuzzijication Module 

Alti Rain Temp Dist 

Figure 7. The partial-FNN architecture with the 
fuzzification and defuzzification procedures 

The FNN was tested again over the entire data set, illustrated 
in Figure 8. Its evaluation is shown in Figure 9. It can be 
seen that the generalisation ability of the FNN was found to 
be better than that of the neural network solution given in the 
previous section. 

~-----------· Figure 8. Solution of fuzzy neuro hybrid system 

Training epochs 400 
Error after training 0.1140 
No difference 131,060 (85.64%) 
One class difference 21,729 (14.20%) 
Two classes difference 247 (0.16%) 

Figure 9. The test results for the FNN solution 
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Using the FNN not only provides a better solution, but it also 
makes possible the extraction of underlying classification 
rules. Appropriate fuzzy inference methods can then be 
applied over the extracted rules, thus making possible to use 
a fuzzy rule-based system for the classification task. This 
issue is discussed in the next section. 

6 Rules extraction and fuzzy 
reasoning for spatial systems 

Three methods for rules extraction from the trained FNN 
were investigated. The motivation for these three methods 
was to examine the performance and appropriateness of 
different rule structures with respect to spatial information 
processing. In each of the three cases the extracted rules 
were interpreted by applying various fuzzy reasoning 
methods as explained later in this section. Classification test 
results are presented and compared with the results obtained 
in the previous two sections. · 

The first rules extraction method used was the REFuNN [15] 
algorithm. A "zeroing" operation was performed on the 
FNN, and only the connection weights which were greater in 
value than a given threshold were kept. Thus, in this case, 
negative connection weights were not retained. Fuzzy rules 
with numerical coefficients .of importance and confidence 
factors were then extracted, using the retained weights. An 
example of such a rule with its numerical coefficients is 
shown below (all input values range among A, B, C, D, orE, 
with A being the lowest value and E being the highest value) 
(see Figure 1 0): 

if <ALTITUDE is 8 6.216> and <RAINFALL is D 
4.852> and <TEMPERATURE is A 5.302> and 
<DISTANCE is 8 6.68> 
then <SUITABILITY is 8 6.218> 

Suitability 0 I 

6 6 
BP net 
Module 

0 

2 

6 

o o o o o o · ··o o 
i i i i i 

· · ·o o 0 

i i i 
AltO Alt 4 Rain 0-4 Temp0-4 Dist0-4 

Figure 10. Connection weights of a trained FNN are 
interpreted as fuzzy rules by rules extraction algorithms 

In order to apply min-max compositional or other methods 
for fuzzy inference over simple fuzzy rules, the weighted 
rules extracted above can be converted into simple rules by 
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simply ignoring the numerical coefficients attached to them. 
For example the above given rule is converted into the 
following one: 

If <ALTITUDE is B> and <RANFALL is D> and 
<TEMPERATURE is A> and <DISTANCE is B> 

then <SUITABILITY> is B>. 

The conversion was made by retaining only those rule 
elements that have coefficients of importance above a certain 
threshold value (which may be set according to the problem 
at hand). Appendix A gives a sampling of the rules extracted 
by the above rules extraction method when a threshold of 4 
is used. When these simple fuzzy rules are evaluated using 
a min-max compositional fuzzy inference method, the 
performance is not as good as the previous ones - only 40% 
of the South Island blocks (pixels) were categorised correctly 
and 50% are off by one from the correct value. This is a 
reflection of the inevitable loss of information during the 
conversion of the extracted weighted rules into simple "flat" 
rules. 

Although the rules derived from the above approach were 
relatively simple, the method can yield a large number of 
rules. In the above case there were 254 rules extracted when 
the REFuNN algorithm was used. For the extracted rule set 
to be convenient for spatial analysis professionals, a smaller 
number of rules would be desirable. In order to arrive at a 
smaller number of rules and achieve better inference 
performance from extracted rules, a second rules extraction 
and fuzzy inference method was developed that used an 
evidential reasoning approach as explained below: 

• First, all the node connections in the fuzzy neural net 
that had a weight value below a certain threshold 
value (0 in this case) were constrained to be zero. In 
other words, all negative weighted connections were 
set to zero for this experiment. Then the fuzzy neural 
net was retrained under this constrained condition. 
This first step could be repeated, if necessary. 

• Then fuzzy rules are extracted from this neural 
network. Rule components were only derived from 
node connections that had weights above another 
chosen threshold value (4 in this case). 

• For the inference procedure, the overall degree of 
matching for the left-hand side of each rule is 
calculated, which is a weighted sum of the 
membership values to which input data belong to all 
its antecedent elements. A rule fires if and only if the 
overall matching degree of its antecedent part is 
positive. 

• Then the degree to which each of the output 
membership functions is inferred collectively by all 
the rules is determined by calculating a weighted sum 
of all the confidence factors associated with that 
output membership function from the activated rules. 

This is illustrated in the following example. 

Suppose, the altitude of a block is 267.8 metre, the rainfall is 
2,400 mm/annum, the temperature is 10.5 degree, and the 
distance is 260 metre. The membership function values (J-£) of 

the input variables to which these data belong was found to 
be: 

/-1 v.ryu1w (Altitude)= 0.3, 
1-1 Ll•;v (Altitude)= 0.7, 
1-1 H ...... (Rainfall)= 0.9, 
1-1 ver)'UIW (Temperature)= 1.0, 
1-1 His l• (Temperature)= 0, 
1-1 N•ar {Distance)= 0, 
1-1 ·"""'"1'"1o;.,1w 11 (Distance) = 0. 

Then, overall degree of matching of the left-hand side of the 
exemplar rule from Figure 10 may be calculated by the 
following summation: 

-15.303x0.3 + 6.216x0.7 + 4.852x0.9 + 5.302 = 10.69, 

which is positive, so all the rules that contain this left-hand 
side will fire. When this is done, an overall degree of < 
Suitability is Poor> is calculated as 6.218 + 8.412 = 14.63, 
which is positive again. Therefore, the membership function 
value J-1-p,N,,. (Suitability)= 1, where the defuzzification method 
has been employed to obtain the final crisp solution. 

A modified version of REFuNN was developed where 
negative connections not excluded from the resulting rules, 
and the number of rules equals the number of hidden nodes. 
The negative weights are represented in by using "not" in the 
rule. A representative rule is the following one: 

if <ALTITUDE is A 7.938> or 
<ALTITUDE is not B 10.530> or 
<ALTITUDE is not C 5 .442> or 
<RAINFALL is not C 4.294> or 
<RAINFALL is not D 4.457> or 
<TEMPERATURE is C 5.214> or 
<TEMPERATURE is not D 5.638> or 
<DISTANCE is not C 10.168> or 
<DISTANCE is not D 8.900> 
then <SUITABILITY is not C 12.2237> and 
<SUITABILITY is not D 7.177> and 
<SUITABILITY is E 8.946> 

This second approach produces more complicated rules, but 
fewer in number than the first approach: there were now only 
20 rules extracted for the sample golf course problem. It is 
our conjecture that this rule set would be more meaningful, 
and hence more practically useful, to spatial analysis 
professionals than the first rule set. When the evidential 
inference method was applied with the 20 fuzzy rules 
extracted for a threshold of 4, the results shown in Fig.l1 
were obtained. This represented an improved performance 
over that of the first method, i.e. 61% correct (61% in the 
category of "no difference" between the fuzzy inference 
classification and the "correct" classification). In general, 
the lower the extraction threshold, the more fuzzy rule 
components are extracted from a trained FNN and the more 
accurate is the solution achieved. The fuzzy inference 
solution over the rules for a threshold of 2 is pictured in 
figure 12. 

Winter 1996 Australian Journal of Intelligent Information Processing Systems 



No difference 93,402 (61.03%) 
One class difference 43,147 (28.19%) 
Two class difference 10,766 (7.04%) 
Three class difference 3,844 (2.51%) 
Four class difference 1 877 (1.23%) 

Figure 11. The results after applying fuzzy evidential 
reasoning over fuzzy rules extracted with the use of the 

modified REFuNN algorithm for a threshold of 2. 

•GriiDi 
1!!11 Good 
Cl Poor 
Cl Unsuim>/4 

Figure 12 .Test results after applying fuzzy evidential reasoning 
over fuzzy rules extracted with the use of the simplified REFuNN 
algorithm for a threshold of 2. 

Although the solution of the fuzzy rule based approach above 
is not as precise as that of the NN or the FNN ones, 89% 
classification accuracy is achieved if one class error of 
misclassification is tolerated. 

In order to generate a fuzzy rule set that involved simpler 
... ules (fewer rule components) than that produced by the 
above method, a third fuzzy rule extraction approach was 
developed. It is called "LEave the Strongest COnnections 
and their Neighbouring ones" (LESCON). According to this 
method the FNN was trained as before, with negative 
weighted connections set to zero. Then the FNN was 
ietrained with only the strongest input node connections and 
its neighboring connections being retained. All other input 
node connections were constrained to be zero during this last 
retraining stage. When rules are extracted each hidden node 
represents a single fuzzy rule, which has only the strongest 
connection from each fuzzy input variable as well as its 
neighbouring connections, represented in its antecedent part. 
This will result in fewer components in the antecedent part 
of the rule than the above-described second approach. A set 
of 20 fuzzy rules, extracted in this fashion is shown in 
Appendix B. A representative rule from this approach was 

if <Altitude is not A 16.482> or 
<Rainfall is not C 2.186> or 
<Rainfall is E 2.423> or 
<Temperature is A 12.592> or 
<Temperature is B 5.095> or 
<Distance is not C 8.566> or 
<Distance is D 5.019> 
then <Suitability is A 13.469> and 
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<Suitability is not B 19.502> 

This rule is relatively easy to interpret, since it essentially 
says that if the Altitude is not very low or the Rainfall is very 
high or the Temperature is low or the Distance is relatively 
great, then the Suitability is very low. The rules derived by 
this LESCON approach were tested on the entire data set and 
resulted in 56% of the pixels classified "correctly" (Fig. 13 ). 
Although the overall inference performance wasn't quite as 
good as the second method, the simpler structure of these 
rules were thought to be potentially more valuable for 
practical use. 

No difference 86,367 (56.4%) 
One class difference 39,749 (26.0%) 
Two class difference 13,196 (8.6%) 
Three class difference 7,176 (4.7%) 
Four class difference 6.548 (4.3%) 

Figure 13. Test results (confusiOn table) for the evidential 
reasoning method applied on fuzzy rules extracted by 

using the LESCON method. 

7 Conclusion 
The paper presents a novel approach, neuro-fuzzy 
engineering, to spatial data analysis and to building decision 
making systems based on spatial information processing. It 
affords the possibility that the system under construction can 
learn from data, perform approximate reasoning, extract rules 
from the data, and explain the underlying rules of the 
solution to the spatial problem. Three fuzzy rule 
development approaches were described in the context of a 
golf course suitability decision making problem and 
experimental results were presented. It is important to 
emphasize that the extraction of rules is valuable only to the 
degree to which the extracted rules are meaningful and 
comprehensible to human observers. Three rule-extraction 
and inference approaches were developed that had differing 
degrees of complexity and inference performance, and the 
decision as to which one is superior can only be made by 
spatial analysts for a given application. The neuro-fuzzy 
engineering approach seeks to engineer appropriate rule 
extni.ction processes for given application tasks in spatial 
analysis, and this can only be ultimately accomplished with 
the collaborative participation of ·spatial information 
professionals to provide appropriate feedback. Further 
research aims it is planned to combine the neuro-fuzzy 
engineering techniques with the traditional geographic 
information systems, known as GIS, in order to combine the 
excellent visualisation and statistical analysis features of GIS 
with the neuro-fuzzy engineering techniques for 
sophisticated spatial information processing. 
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Appendix A . Sampling of fuzzy rules extracted from a 
trained FNN for the golf-course problem by using the 
REFuNN method [15_1 for a threshold of 4. 

if <Altitude is C> and <Rainfall is A> and <Temperature is D> 
and <Distance is A> 

then <Suitability is A> 
else 
if <Altitude is C> and <Rainfall is A> and <Temperature is D> 
and <Distance is D> 

then <Suitability is A> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is D> 
and <Distance is A> 

then <Suitability is A> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is D> 
and <Distance is D> 

then <Suitability is A> 
else 
if <Altitude is B> and <Rainfall is E> and <Temperature is A> 

then <Suitability is A> 
else 
if <Altitude is C> and <Rainfall is E> and <Temperature is A> 

then <Suitability is A> 
else 

lf <Altitude is B> and <Rainfall is D> and <Temperature is A> 
and <Distance is C> 

then <Suitability is B> 
else 
if <Altitude is B> and <Rainfall is D> and <Temperature is B> 
and <Distance is C> 

then <Suitability is B> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is A> 
and <Distance is C> 

then <Suitability is B> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is B> 
and <Distance is C> 

then <Suitability is B> 
else 
if <Altitude is B> and <Rainfall is E> and <Temperature is A> 

then <Suitability is B> 
else 
if <Altitude is C> and <Rainfall is E> and <Temperature is A> 

then <Suitability is B> 
else -
if <Altitude is D> and <Rainfall is E> and <Temperature is A> 

then <Suitability is B> 
else· 

if <Temperature is C> and <Distance is D> 
then <Suitability is C> 

else 
if <Altitude is B> and <Rainfall is D> and <Temperature is A> 
and <Distance is C> 

then <Suitability is C> 
else 
if <Altitude is B> and <Rainfall is D> and <Temperature is B> 
and <Distance is C> 

then <Suitability is C> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is A> 
and <Distance is C> 

then <Suitability is C> 
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else 

lf <Altitude is B> and <Rainfall is B> and <Temperature is B> 
and <Distance is B> 

then <Suitability is D> 
else 
if <Altitude is B> and <Rainfall is B> and <Temperature is B> 
and <Distance is D> 

then <Suitability is D> 
else 
if <Altitude is B> and <Rainfall is B> and <Temperature is E> 
and <Distance is A> 

then <Suitability is D> 
else 
if <Altitude is B> and <Rainfall is B> and <Temperature is E> 
and <Distance is B> 

then <Suitability is D> 
else 
if <Altitude is B> and <Rainfall is B> and <Temperature is E> 
and <Distance is D> 

then <Suitability is D> 
else 
if <Altitude is B> and <Rainfall is D> and <Temperature is A> 
and <Distance is A> 

then <Suitability is D> 
else 
if <Altitude is A> and <Temperature is C> and <Distance is B> 

then <Suitability is E> 
else 
if <Altitude is A> and <Rainfall is B> and <Distance is B> 

then <Suitability is E> 
else 
if <Altitude is A> and <Rainfall is E> and <Distance is B> 

then <Suitability is E> 
else 
if <Altitude is B> and <Rainfall is D> and <Temperature is D> 
and <Distance is A> 

then <Suitability is E> 
else 
if <Altitude is B> and <Rainfall is D> and <Temperature is D> 
and <Distance is D> 

then <Suitability is E> 
else . 
if <Altitude is B> and <Rainfall is E> and <Temperature is D> 
and <Distance is A> 

then <Suitability is E> 
else 
if <Altitude is B> and <Rainfall is E> and <Temperature is D> 
and <Distance is D> 

then <Suitability is E> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is D> 
and <Distance is A> 

then <Suitability is E> 
else 
if <Altitude is C> and <Rainfall is D> and <Temperature is D> 
and <Distance is D> 

then <Suitability is E> 
else 
if <Altitude is C> and <Rainfall is E> and <Temperature is D> 
and <Distance is A> 

then <Suitability is E> 
else 
if <Altitude is C> and <Rainfall is E> and <Temperature is D> 
and <Distance is D> 

then <Suitability is E> 
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Appendix B. Fuzzy rules extracted from a trained FNN 
on the golf-course data with the use of the "LEave the 
Strongest COnnections and the Neighbouring ones" 
(LESCON) method 

if <Altitude is A 13.0273> or <Altitude is not B 15.9051> or 
<Rainfall is E 10.4085> or <Temperature is not B 4.09406> or 
<Distance is C 8.75057> or <Distance is not D 4.44167> 

then <Suitability is A 8.89592> and 
<Suitability is not B 10.754> and <Suitability is C 9.3568> and 
<Suitability is not D 7.86719> 
else 
if <Altitude is A 4.95228> or <Altitude is not B 6.76817> or 
<Rainfall is not A 3.95766> or <Rainfall is B 4.79682> or 
<Temperature is not A 3.30265> or <Distance is B 8.26505> 

then <Suitability is not A 10.7605> and 
<Suitability is C 6.73752> and <Suitability is not D 8.50128> 
and <Suitability is E 8.21429> 
else 
if <Altitude is A 7.86952> or <Altitude is not B 9.91048> or 
<Rainfall is A 2.15575> or <Temperature is C 7.31038> or 
<Temperature is not D 6.64119> or <Distance is not A 3.78694> 
or <Distance is not B 2.52337> or <Distance is not C 4.76734> 

then <Suitability is not C 8.37734> and 
<Suitability is not D 6.67695> and <Suitability is E 7.9864> 
else 
if <Altitude is A 9.01384> or <Rainfall is A 9.84078> or 
<Temperature is not B 5.09546> or <Temperature is C 7.70795> 
or <Temperature is D 6.67762> 

then <Suitability is not A 4.25216> and 
<Suitability is not B 14.6772> and 
<Suitability is not C 11.5201> and <Suitability is D 14.46> 
else 
if <Altitude is B 12. 7054> or <Altitude is not C 18.9117> or 
<Rainfall is not C 5.37072> or <Rainfall is D 10.3822> or 
<Rainfall is notE 4.8775> or <Temperature is A 2.2537> or 
<Temperature is not B 3.05944> or <Distance is A 1 0:6352> or 
<Distance is not B 3.9751> 

then <Suitability is not B 8.13483> and 
<Suitability is D 6.13101> 
else 
if <Altitude is B 2.79218> or <Altitude is C 11.8224> or 
<Rainfall is D 3.71634> or <Rainfall is E 4.06815> or 
<Temperature is A I 1.1077> or <Distance is A 3.7661 1> or 
<Distance is B 11.9971> or <Distance is not C 10.8761> 

then <Suitability is not C 17.2116> and 
<Suitability is D 8.30443> and <Suitability is notE 13.1925> 
else 
if <Altitude is B 3.39278> or <Altitude is C 4.72182> or 
<Rainfall is D 8.02081> or <Rainfall is E 3.04538> or 
<Temperature is D 20.8153> or <Distance is not C 12.6237> or 
<Distance is D 2.34545> 

then <Suitability is not A 14.0995> and 
<Suitability is B 16.6715> and <Suitability is E 8.62711> 
else 
if <Altitude is B 7.93521> or <Rainfall is not A 7.05954> or 
<Rainfall is B 10.2588> or <Rainfall is C 2.29922> or 
<Temperature is not B 2.60861> or <Temperature is C 8.36302> 
or <Temperature is not D 3.42525> or <Distance is C 5.45352> 

then <Suitability is not A 5.54203> and <Suitability is not B 
14.0267> and <Suitability is D 14.2643> and 
<Suitability is not E 18.2878> 
else 
if <Altitude is C 12.6486> or <Altitude is not D 2.91195> or 
<Rainfall is A 7 .56551> or <Rainfall is B 3.92754> or 
<Temperature is not B 7.54877> or <Temperature is C 9.28581> 
or <Temperature is not D 5.83064> or 
<Distance is not C 16.1327> or <Distance is D 14.878> 

then <Suitability is not D 9.42645> and 
<Suitability is E 9.46109> 
else 
if <Altitude is C 16.5925> or <Rainfall is not C 3.59343> or 
<Rainfall is D 5.31406> or <Rainfall is E 3.43175> or 
<Temperature is A 6.2262> or <Distance is C 1 0.5317> or 
<Distance is D 3.94971> 

then <Suitability is not A 4.86968> and 
<Suitability is C 10.0662> and <Suitability is not D 12.9877> 
else 
if <Altitude is C 8.00641> or <Rainfall is D 5.90299> or 
<Rainfall is notE 7.75102> or <Temperature is not C 4.89196> 
or <Temperature is D 3.67105> or <Distance is not C 7 .0164> or 
<Distance is D 6.24405> 

then <Suitability is A 7.57558> and 
<Suitability is not B 6.0 1196> and <Suitability is C 4.61644> 
else 
if <Altitude is D 7.63874> or <Rainfall is D 9.42996> or 
<Temperature is A 16.2979> or <Temperature is not B 5.35385> 
or <Distance is C 6.51662> or <Distance is D 21.6948> 

then <Suitability is B 11.0054> and 
<Suitability is not C 15.6962> 
else 
if <Altitude is not A 15.7708> or <Rainfall is C 2.15311> or 
<Rainfall is D 7.01743> or <Rainfall is E 3.41303> or 
<Temperature is A 6.47468> or <Temperature is B 5.23355> or 
<Distance is not B 5.29901> or <Distance is C 5.72783> or 
<Distance is not D 3.80905> 

then <Suitability is B 9.29823> and <Suitability is C 13.9202> 
and <Suitability is not D 24.3266> and 
<Suitability is notE 4.68894> 
else 
if <Altitude is not A 16.4821> or <Rainfall is not C 2.18582> or 
<Rainfall is E 2.42311> or <Temperature is A 12.5918> or 
<Temperature is B 5.09485> or <Distance is not C 8.56606> or 
<Distance is D 5.0194> 

then <Suitability is A 13.4692> and 
<Suitability is not B 19.5022> 
else 
if <Altitude is not A 17.2851> or <Altitude is B 2.50714> or 
<Altitude is C 3.07074> or <Rainfall is E 5.79224> or 
<Temperature is not B 4.34055> or <Distance is not A 6.03842> 

then <Suitability is A 8.94499> and <Suitability is B 4.34786> 
and <Suitability is not C 12.5205> 
else 
if <Altitude is not A 3.44423> or <Altitude is B 4.48606> or 
<Rainfall is E 6.84339> or <Distance is not C 3.34067> or 
<Distance is D 5.2221> 

then <Suitability is C 5.80954> and 
<Suitability is not D I 0.0862> and 
<Suitability is notE 5.09162> 
else 
if <Altitude is not B 5.05389> or 
<Temperature is not B 10.0301> or <Temperature is C 3.47939> 
or <Distance is not C 8.3466> or <Distance is D 14.976> 

then <Suitability is not B 6.9778> and 
<Suitability is C 12.4682> and <Suitability is not D 11.9576> 
and <Suitability is notE 4.95697> 
else 
if <Altitude is not B 5.12584> or <Altitude is not C 3.33649> or 
<Rainfall is not B 7.44466> or <Rainfall is C 3.05647> or 
<Temperature is A 3.81249> or <Distance is C 3.08615> or 
<Distance is D 6.32319> or <Distance is notE 2.72201> 

then <Suitability is A 10.4042> and 
<Suitability is not B 15.1288> and <Suitability is C 8.72826> 
else 
if <Altitude is not B 5.66248> or <Rainfall is not A 3.60335> or 
<Rainfall is not B 2.65114> or <Temperature is A 3. 12132> or 
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<Temperature is B 4.72171> or <Temperature is not C 16.06> or 
<Distance is C 3.55934> or <Distance is D 17.3116> 

then <Suitability is A 5.93074> and <Suitability is B 6.8969> 
and <Suitability is not C 20.0265> and 
<Suitability is not D 6.59029> 
else 
if <Altitude is not B 7.70367> or <Altitude is C 8.46831> or 
<Rainfall is not D 9.59137> or <Rainfall is E 7.71643> or 
<Temperature is not B 4.55086> or <Temperature is not D 
5.29569> or <Distance is not B 3.7394> or <Distance is C 
9.33156> or <Distance is not D 9.40808> 

then <Suitability is not A 7.84688> and <Suitability is B 
7.35638> and <Suitability is D 7.76816> and 
<Suitability is not E 8.05753> 
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An Autonomous Robot Controller with Learned Behavior 

Russell L. Smith George G. Coghill 
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Abstract- This paper describes a novel control architecture for autonomous robots, called 
"Cerebellar Adaptive Modular Behavior" (CAME). A CAME controller is a dynamical 
system of behavior-oriented modules, similar in principle to the subsumption architecture. 
The behavior of the robot is emergent from the interaction of these modules. Neural network 
units (based on the CMAC) are added to allow the discovery of some contml parameters 
from the environment and to suppress unproductive behavim·s. The application of CAME to 
the control of a simulated mobile robot is described. The robot is able to quickly adapt itself 
to its environment, performing simple search and obstacle avoidance strategies successfully 
in order to traverse its environment towards a target point. 

Keywords: Autonomous robots, Emergent behavior, Subsumption architecture, 
CMAC neural network. 

1 Introduction 

Autonomous robots which can survive in unstructured 
environments without continuous human guidance are 
difficult to control. Unlike the typical factory robot 
they may have to negotiate environments which are 
complex, changeable, full of obstacles and possibly 
hostile. The design of controllers for these robots is 
challenging because they require some degree of "in-
telligence". It is made more difficult by the limited 
computational power of practical control hardware-
conventional microprocessor systems are often not ad-
equate to implement the algorithms we want in real 
time. 

A good example of such a system is NASA's six-
wheeled robotic rover, scheduled to be placed on the 
surface of Mars in July 1997 as part of the Mars 
Pathfinder project [8]. The rover has to be partly au-
tonomous because of the large communication delay 
between earth and mars1 . The rover must navigate 
between waypoints specified by an earthbound opera-
tor, avoiding obstacles along the way. The rover's CPU 
is an Intel 8085, a simple microprocessor with limited 
computational power. 

An emerging paradigm for the design of "smart" 
controllers is that of "modular behavior". The idea is 
that the controller contains modules which each per-
form some simple task oriented function. The overall 
behavior of the robot emerges from the interaction of 
these modules, rather than being specified explicitly. 

For example, Brooks' subsumption architecture [5, 
6] consists of a network of state machines and timers 
that each implement some simple behavior. State ma-
chine outputs can be combined so that the output from 
one suppresses that of another. In this way higher 

1The time delay is between 6- 41 minutes. 

level modules take over when the lower levels are inad-
equate to the task. The subsumption architecture has 
been used to make robust controllers for wheeled and 
legged robots, though the network has to be carefully 
constructed to get the desired behavior. 

Another example is Beer's artificial insect [3, 4]. It 
is a hexapod robot that is controlled by an artificial 
nervous system made up of about 80 biologically real-
istic neurons. The neural network is designed rather 
than trained: it contains groups of neurons dedicated 
to particular tasks (such as leg control), which interact 
to achieve overall coordinated movement. The robot is 
capable of walking with various gaits and performing 
simple tasks such as wall following and food finding . 

These two examples, though different in implemen-
tation are similar in principle: they are designed from 
the bottom up, by adding units that interact with the 
existing structure to create new behavior. 

Such systems are constructed especially to survive in 
their environments. They are not smart in the sense 
of classical AI-that is they do not perform high level 
planning and problem solving2 • Instead they are smart 
in the sense that simple animals like insects are smart: 
able to survive in and interact appropriately with their 
environments. 

In this paper a controller architecture called "Cere-
bellar Adaptive Modular Behavior" (CAMB) is de-
scribed which builds on and extends these two 
approaches3 . CAMB is a set of tools and guidelines 
for the construction of autonomous control systems. 
The balance of this paper describes CAMB in detail, 
demonstrating its application to the control of a sim-
ulated mobile robot. 

2It has been argued [3) that classical AI techniques are not 
robust and can not make systems with much "common sense" . 

3CAMB also uses elements of previous work described in [14). 

Winter 1996 Australian Journal of Intelligent Information Processing Systems 



Figure 1: The simulated mobile robot in its test en-
vironment. 

2 Overview 

2.1 The mobile robot 

The control problem considered here is to drive a simu-
lated two wheeled mobile robot to a target point in an 
indoor environment, avoiding obstacles. The robot is 
shown within its test area in figure 1. The test environ-
ment is 5m by 5m and the robot body is a 0.4m x 0.4m 
square. The robot has 48 sonar sensors which provide 
a 360° range map of the environment, four tactile sen-
sors at the corners of its body, and two virtual sensors 
which measure the direction and distance to the tar-
get. The sonar simulation uses a naive "ray tracing" 
method. The wheels on either side of the body can be 
driven forwards or backwards with a constant torque. 

The robot has a large mass and inertia compared to 
the torque its wheels can exert. This makes the control 
problem dynamical and therefore much harder than 
a typical robot navigation problem. The dynamical 
simulation is simple but reasonably realistic-details 
are given in the appendix. The "environment" that 
the controller observes includes the robot's body shape 
and its physical parameters (like mass), as these things 
also influence how the robot can move. 

2.2 The CAMB controller 

Figure 2 shows the schematic of a controller for the 
mobile robot which illustrates the implementation of 
CAMB principles. The key elements of the CAMB ap-
proach are outlined below, and the details of the exam-
ple controller are given in section 3. CAMB is a hybrid 
Of Beer's and Brooks' approaches, with two important 
enhancements: adaption to the environment via neural 
network learning, and a competitive behavior selection 
mechanism. 

45 

Dynamical elements. The controller is a network 
of dynamical elements akin to neurons. Each element 
controls some simple behavioral function. The ele-
ments are not all alike, rather they are chosen for ex-
pediency in the design: some are neuron-like, others 
implement logical rules. Almost all elements accept a 
modulating input that affects their operation. 

The system in figure 2 operates in discrete time with 
a time step of 0.05s, to match that of the robot simula-
tion. The controller and the robot being controlled are 
both dynamical systems, and there is a strong coupling 
between the two. 

Behavioral modules (BMs). The dynamical ele-
ments are grouped in BMs, which represent the "reflex 
actions" and higher level reactions of the robot. The 
BMs modulate each other: the behavior of the robot 
emerges from the interaction of the BMs. The modula-
tion input to a BM is mostly in the form of excitatory 
or inhibitory inputs to its neurons, which influences its 
operation. 

Cerebellar modules (CMs) It can be difficult to 
make the basic controller perform correctly, as the de-
gree of modulation between BMs must be carefully fine 
tuned. Also, a controller tuned for one operatjng envi-
ronment may perform poorly in another. The CAMB 
solution is to augment the basic controller with CM 
neural networks which add extra modulating inputs. 
As the controller operates the CMs are trained to pro-
vide better performance. As described in section 3.2 
the CMs are fast to compute and fast to train, helping 
to satisfy real-time speed requirements. 

Behavior selection Many of the behaviors that the 
controller can perform are mutually exclusive. That 
is, it is not meaningful or profitable for more than one 
behavior in such a group to be activated at a time. 
For example the MC group contains nine neurons that 
each correspond to different motor actions. 

The subsumption architecture selects behaviors by 
having higher levels of behavior suppress lower lev-
els. The CAMB controller uses a more flexible ap-
proach. Behaviors in a mutually exclusive group are 
represented by neurons that are activated using a sim-
ple competition mechanism. Each neuron's input con-
trols the likelihood that its behavior will be activated. 
CMs influence neuron activation based on experience, 
for example by inhibiting the activation of a bchavior 
in a context where it has been previously observed not. 
to profitable. Such groups in the example are MC, DF 
and MM. 

The CAMB controller is designed using heuristic 
methods-there are at present few guidelines for the 
design of such systems. CAMB does not do any kind 
of high level planning or discovery of control strategies. 
In particular it does not optimize any formal perfor-
mance criterion to achieve its behavior. Its repertoire 
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Figure 2: The CAMB controller for the mobile robot. Not all connections are shown, refer to section 3 for 
details. The major behavioral modules are motor control (MC), collision recovery (CR), collision avoidance 
(CA), direction finding (DF), major mode (MM). 
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Figure 3: One of the motor control neurons. 

of possible behaviors is fixed by the designer, as are 
the types of things it can learn from its environment. 
These restrictions can make it easier to build systems 
which exhibit complex behaviors, as is discussed fur-
ther in section 5. 

3 Details of the CAMB controller 
'fhe details of the example controller in figure 2 are 
described here, illustrating the competitive behavior 
selection mechanism. Sections 3.2 and 3.3 describe the 
CMs. 

3.1 Controller structure 
MC: Motor Control. The MC module is a typical 
behavior selection network. It contains nine neurons 
of the form shown in figure 3. LPF is a low pass filter 
which performs 

A. =0.8 

for every 0.05s time step. WTA is a "winner take all" 
module which outputs 1 if this neuron has the largest 
bt of all nine, otherwise it outputs 0. The noise module 

outputs a uniform random number at each time step 
in the range -0.5 ... 0.5. 

Each neuron corresponds to a distinct motor action 
for each wheel. They are each labeled in figure 2 with 
two letters for the left and right wheels (F means a 
forward force is applied to the wheel, B for a backwards 
force and S for none). For example, if the FS neuron is 
the winner it drives the left wheel forward and applies 
no torque to the right wheel. 

The feedback connection from WTA to the input 
provides some hysteresis. Left to itself this network 
jumps between states where each neuron is active for 
a period of time, giving the robot a "random walk" 
type behavior. Excitatory (positively weighted) or in-
hibitory (negatively weighted) inputs to the neurons 
from other BMs encourage or discourage the corre-
sponding motor actions. 

CR: Collision recovery. The four simple neurons 
in this group output 1 if the corresponding tactile sen-
sor collides with a wall, otherwise 0. They are LF 
(left front), RF (right front), LB (left back) and RB 
(right back). Only the most recently activated neu-
ron is allowed to output 1. Each neuron excites the 
MC actions most profitably used to recover from the 
corresponding collision. For example, a left-back colli-
sion excites actions to move forward and to turn right . 
These neurons also send training messages to the CA 
module when a collision happens. 

CA: Collision avoidance. This is a CM with nine 
outputs that takes input from the sonar and wheel ve-
locity sensors. Each output inhibits one MC neuron 
when the corresponding motor action has been found 
to result in an imminent collision in the current sen-
sor context. The CM output for the currently active 
MC neuron is trained upon each collision. When fully 
trained, the CA outputs constrain MC such that only 
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successful non-colliding motor actions can become ac-
tive. 

During training the noise induced random switching 
behavior of the MC neurons helps to take the robot 
into different collision situations, giving the CM a more 
all-round training. 

DF: Direction finding. These three neurons are 
TL (turn left), TR (turn right) and TS (turn stop). 
They are similar to the MC neurons. Input to TL and 
TR comes from a direction error signal that is the an-
gle between the robot's current orientation and some 
desired orientation. TL is excited by a positive input 
error, and it in turn excites three MC neurons corre-
sponding to leftward turning actions. TR is the exact 
opposite. The excitation provided by DF is less than 
the inhibition provided by CA, so that collision avoid-
ance actions take precedence over turning ones. 

TS is excited by one of six CM outputs, depending 
on which MC neurons have been activated by TL or 
TR. The CM is trained to provide more accurate turn-
ing: it prevents large overshoots and undershoots from 
the target angle by exciting TS at appropriate times. 
The OS (overshoot detector) and US (undershoot de-
tector) neurons look at the direction error and the D F 
and MC neurons to determine the training commands 
for the CM, using simple if-then rules. 

MM: Major mode. These two neurons are CT 
(closer-to-target) and WF (wall following). They are 
similar to the MC neurons. They control the major 
behavioral mode of the robot. When CT is active the 
DF module receives as input the difference between 
the target direction and the robot orientation, so it 
tries to align the robot with the target. Also FF is 
excited to encourage the robot to move forward. Thus 
the robot tries to get closer to the target by the most 
obvious route available. CT is inhibited by TD (target 
distance), which outputs 1 when the distance to the 
target has not decreased for some time. 

When that happens WF becomes active. The input 
to D F then comes from the "wall detector" 4 so that D F 
t ries to align the robot with the closest wall on the left. 
Also the MC neurons that turn the robot to the left are 
mildly excited, along with FF which moves the robot 
forward. The result is that the robot tends to follow 
t he wall to its left. This is done to seek another part 
of the environment where the CT strategy can again 
be successful. WF is inhibited by LW (leave wall) that 
outputs 1 when the relative direction to the target has 
passed from greater than to less than 60°, implying 
that the robot has gone around a barrier and is now 
in a new area where CT might be effective. 

CT is also inhibited by a CM that is trained by TD. 
This allows the robot to predict situations where the 
CT strategy will be ineffective and enter WF mode 
quickly. 

4This uses the simple algorithm that the "wall" is perpendic-
ular to the direction of the closest sonar point. 
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Figure 4: An example two input CMAC network. 

Lastly, the FT (found target) neuron greatly excites 
SS (stopping the robot) when the distance to the target 
is less than a threshold. 

3.2 The CMAC 

The CM is based on the CMAC5 neural network [12]. 
The basic operation of a 2-input CMAC network is il
lustrated in figure 4. It has three layers, labeled 1. .. 3 
in the figure. Layer 1 contains an array of "feature 
detecting" neurons Yij for each input Xi. Each of these 
has a nonzero output only for values of xi in a lim-
ited range. For any input a fixed number of neurons 
in each array will be activated (5 in the example). 
Layer 2 contains nw association neurons aij ... which 
are connected to one neuron from each input array 
(YI i, Y2i, ... ) . Each of these has a nonzero output only 
when all its inputs are nonzero. They are usually or-
ganized so exactly na are activated by any input (also 
5 in the example). Layer 3 contains the output neu-
rons, each of which computes a weighted sum of all 
association neuron outputs, i.e.: 

Zi = 2:::::: Wijk ajk 
jk 

In practice only na weights need be summed, thus 
the output can be computed quickly. The CMAC is 
trained by incrementing the na activated weights so 
that the outputs zi come closer to their desired values 
di, i.e.: 

where .6.(::::; 1) is the learning rate constant. 
Typically the outputs of layer 1 neurons are bi-

nary (1 if the input is in range, otherwise 0) and the 
layer 2 neurons implement a logical AND, resulting in 
an overall input to output mapping that is piecewise 

5 Cerebellar Model Articulation Controller. 
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Figure 5: (a) Traditional CMAC training, (b) CM 
training using an eligibility record for each weight, (c) 
An example of training using method 1. 

constant6 . This makes the CMAC's software imple-
mentation especially fast. 

As shown in figure 4 not all possible association neu-
rons need to be included. Instead they are distributed 
in patterns which conserve weight parameters without 
degrading the local generalization properties too much 
(see [7] for details). 

To reduce the memory consumed by the weights 
Wijk, it is usual to take the actual weight index (in a 
logical memory space) and hash it into an index into a 
smaller physical memory. This means that some asso-
ciation neurons share weights, thus the network is not 
a.<; flexible. If the CMAC is just trained over a por-
tion of its input space (e.g. a one dimensional path) 
then the hashing scheme can reduce the weight stor-
age requirements without degrading the network's per-
formance TJiuch (hashing collisions appear as apparent 
noise in the output). The CMAC's main advantage 
over other neural networks is its speed, when mapping 
input to output and training. For a fuller analysis of 
the CMAC's properties see (1]. 

The CMAC wa.<; intended to he a simple model of the 
cerebellum, an area of the brain responsible for modu-
lating muscle movements. Its three layers correspond 
to sensory feature-detecting neurons, granule cells and 
Purkinje cells respectively, the last two cell types being 
dominant in the cortex of the cerebellum. 

3.3 The cerebellar module (CM) 
In the standard CMAC, a training step influences the 
output values in a small region of the input space (fig-
me! 5a). Because of this loml generalization, a CMAC 
must. receive training for (almost) every relevant input 
if it is to lw useful. 

Howc!VC!r, such fn!qnent training opportunitic!s are 
not available within many CAMn modules. For ex-
ample!, the CA module is only trained when the robot 

';!In exl.t•nclecl form of t.he CMAC int.erpolat.es over u .. , input. 
by having; gracl<"llayer I acl.ivat.iou functions ancllayer :.1r" 'urons 
which J>l!rform a producl. of their input.:; (!J] . 

collides with an obstacle. A CMAC trained at just this 
point would be inadequate, as it would not be able to 
anticipate collisions much before they happened. 

To solve this problem, heuristic training schemes are 
used in the CMs. The ba.<;ic idea is that each weight has 
a corresponding "eligibility" value that is a function of 
the activation history of the corresponding association 
neuron 7 . When training is performed the eligibility in-
formation is used to update all the weights, not just 
those that are active for the current input . Thus train-
ing affects the mapping along the recent input trajec-
tory (figure 5h), and infrequent training events can 
have a much larger effect. For a related scheme, see 
(14]. Two training methods are currently used: 

Method 1. The CM output is trained to be function 
of the predicted time to the next training event.. A 
system time T is incremented every time step. Every 
weight Wijk has an associated value tijk which records 
the time (T) when the weight was last accessed. At 
each training event the weights are updated according 
to 

{ 
Wijk 

Wijk t- f(T- tijk) 
if tijk ::=; ts 

otherwise 

Where t 5 is the time of the last training event ("start" 
time) and f(t) is the eligibility function. An example 
of the output generated by this scheme is shown in fig-
ure 5c (here an output of 0 is black and 1 is white). 
The input trajectory is a diagonal across the input 
space and f(t) = e-kt. Outside the input trajectory 
the output is 0.5 (the initial value), close to the in-
put trajectory it tends to the eligibility function. This 
method requires that many more weights are processed 
during training than the CMAC, but in compensation 
training is performed less frequently. It also requires 
extra storage for the t values. 

The training events provide no information to the 
CM other than the training time. This scheme is used 
with j(t) = e-u in the CA module (where the training 
events correspond to collisions) and the MM module 
(where the training events correspond to inhibition of 
CT by TD). Note that in CA only the output corre-
sponding to the currently active MC neuron is trained. 

Method 2. This is similar to method 1 except that 
the training command contains an error value for each 
output., which is used to update the weights according 
to: 

fJ.. R j(T- t ··.) 
k 1. t)n. 

'Wijk t- 1/Jijk + I . 
n" 

when! f(t) is a function that describes how the eligi-
bility of a weight decays over time. This scheme is 
used with f(t) = e-A,,I. in the DF module's CM. The 
overshoot. detector trains it with k1 = 0.1 (to excite 

7Eiigibilit.y is biologically n:alisl.ic (though not in the specific 
forms described here), a.~ the HynapHeH of Purkinjl! cells ill the 
cerdH!IIurn (corresponding t.o layer :1 m•urons) kl!ep a chemical 
trace which records their eligibility ror modification [1 a] . 
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Figure 6: Behavior of the robot during the first trial. 
The start position is D, the target is x. 

TS and stop the turn earlier in future) and the under-
shoot detector likewise trains it with k1 = -0.1. In 
both cases k2 = 2.0. 

The CM is thus transformed from a simple memory 
of training values to a predictor: it associates its inputs 
with future outputs that have been necessary in similar 
input contexts. The structure of the three CMs used 
in the robot controller is shown in table 1. 

4 Mobile robot experiment 

Figure 6 shows the initial behavior of the robot when 
trying to reach a target point. To start with all CM 
weights are zero and they contribute nothing to the 
behavior. The robot does not avoid collisions with the 
walls, its turning is inaccurate, and it enters wall fol-
lowing mode only when it has attempted several times 
to get past a barrier. 

The robot's path has a large random component be-
cause the random noise present in many of the con-
t roller's neurons dominates its behavior. This is nec-
essary to take the robot into a variety of situations, so 
it sees enough of its environment for generalized train-
ing. 

Figure 7 shows how the robot has improved after 
the eighth trial. The robot's trajectory is smooth de-
spite the discontinuous control commands because of 
the damping caused by the robot's mass. The events of 
note along this improved path are labeled in figure 7, 
they are: 

1. The starting position. CT is activated by default, 
so the robot starts moving forward and turning in 
the target direction. 

2. CT is inhibited by its CM, which recognizes a po-
sition from which the robot has been unable to 

• • ... ·.---.. --• 
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Figure 7: Behavior of the robot after 8 trials. The 
start position is D, the target is x. 

get closer to the target. WF becomes active and 
the robot starts to follow the walls to its left. 

3. Collision avoidance behaviors take precedence 
over direction finding ones, allowing the robot to 
successfully navigate through this obstacle course, 
although it does scrape the walls twice along the 
way. 

4. The robot turns to within 60° of the target direc-
tion, so LW inhibits WF and CT is active again. 
The robot heads in the target direction. 

5. This is similar to event 2. 

6. The robot hits an abrupt wall. Many MC neurons 
are inhibited, resulting in a two point turn. 

7. The robot reaches the target, where it is stopped 
by FT. 

The robot's movements are affected by its shape and 
physical parameters such as mass. The robot shape 
is important because it constrains the paths that the 
robot can take. Figure 7 shows the robot has learned 
to compensate for these things and provide reasonably 
good dynamical control. 

Remember that the path taken in this trial is not 
the result of any global optimization process: it is just 
the natural behavior of the robot when its adaptive 
elements have been trained. 

5 Discussion 

CAMB does not require any kind of mathematical 
model of the system being controlled. Instead the de-
signer's own knowledge of how the system responds to 
different commands is used to create the basic CAMB 
controller. Any parameters unknown to the designer 
can be discovered by CMs during operation of the con-
troller. 
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Module Outputs Inputs 
CA 9 48 sonar, 2 wheel velocity 131072 15 
DF 6 1 direction error, 2 wheel velocity 16384 15 
MM 1 48 sonar 65536 30 

Table 1: Parameters for the CMs used in the robot controller. nw is the number of weights used per CM output, 
nn is the number accessed for each output when mapping. 

The heuristic training methods used by the CMs 
have some advantages over more formal techniques. 
They can be trained quickly compared to many other 
types of neural network, even though infrequent train-
ing is used. Also the CM implementation is fast so it 
is not a computational burden to the controller. How-
ever, the CMs are unable to perform global general-
ization, so they can't discover more effective internal 
representations than those they are created with. 

The trajectory achie:ved by the robot in figure 7 is 
not perfect. It does not contain straight paths and 
collides with the walls in two places. For this simple 
robot system it could have been better if we had for-
mulated some measure of "performance badness" and 
then minimized it with a more formal training scheme 
([14, 11]) . However it can be difficult to formulate such 
global performance criterion in more complex systems 
where the designer may only have a rough idea of the 
behavior required. 

The behavior of the CAMB controller is emergent 
rather than exactly specified. This means that there is 
no training goal like "follow this path" , instead the be-
havior we get is what naturally occurs from the inter-
action of the controller's dynamical elements. This has 
the disadvantage that it is hard to get guaranteed per-
formance, as someone from a traditional linear-control 
background would like. The reasons for this are that 
unexpected interactions could occur between behav-
ioral modules, and it is difficult to see what the sys-
tem has learned so it is hard to be confident that it 
will always do the right thing during interaction with 
its complex environment. 

The task of the CAMB controller is to discover low-
penalty actions within the constraints of the behaviors 
that arise from its internal structure. Other reinforce-
ment learning systems such as adaptive heuristic critic 
and Q-leaming [10]8 can discover these low penalty 
actions directly. These other methods are based on 
temporal difference learning [15] which has a strong 
theoretical foundation. Typical implementations rely 
solely on scalar reinforcement signals from the con-
trolled system to train a homogeneous neural network. 
Although in principle they can learn control strategies 
which minimize penalty, in practice their lack of be-
havioral constraints make them slow to converge and 
very computationally intensive to train. 

The CMs take an indirect part in the control pro-
cess, only influencing the selection of behaviors. A 

8 See also (2] . 

possible alternative approach is to have CMs control 
the motor outputs directly, eliminating the intermedi-
ary of the behavior selection networks. However, this 
then requires that the CM training scheme be more 
complicated to reproduce the same variety of behavior 
(see [14] for an example). Nothing is gained by doing 
this. 

6 Conclusion 
This paper has described the CAMB approach to 
designing intelligent controllers for autonomous sys-
tems. A CAMB controller is a dynamical system with 
neuron-like elements organized in behavioral modules. 
A simple competitive behavior selection mechanism se-
lects actions within some modules, and cerebellar mod-
ules (modified CMAC neural networks) provide extra 
modulatory signals which influence this selection based 
on previous experience. 

The approach described involves many heuristic de-
sign decisions, for which there are currently few guide-
lines. It is very much an "evolutionary" or bottom-up 
design approach, as higher level behaviors are built 
upon lower level ones. 

The CAMB approach has been demonstrated with a 
controller that can successfully drive a simulated mo-
bile robot to a target point in its environment, navi-
gating around obstacles and using simple exploratory 
strategies. The controller can allow for the environ-
mental and dynamical parameters of the robot (such 
as its shape and mass) when choosing actions. 

Although the example controller is relatively sim-
ple (one could imagine situations which foil its search 
strategies) the results of this experiment are encourag-
ing and suggest that extra behavioral modules could 
be added to achieve more sophisticated behavior. In-
deed, the CAMB approach can be extended in many 
directions. However it remains to be seen whether such 
emergent-behavior approaches can be implemented on 
a large scale to create smarter autonomous systems. 

Appendix 

The dynamic model implemented in the mobile robot 
simulation is described here. The robot's physical pa-
rameters are given in table 2 They were chosen to 
be physically plausible for a typical experimental mo-
bile robot. It is assumed that the robot's center of 
mass (COM) lies exactly between its two wheels. The 
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M Mass (kg) 15 
I Rotational inertia (kg . m 2 ) 0.4 
e Distance from COM to wheels (m) 0.2 
kv Wheel viscous friction constant 3 
kc Wheel coloumb friction constant 0.1 

Table 2: Mobile robot physical constants 

robot state variables are (x, y, B) (two dimensional po-
sition and orientation angle) and their time deriva-
tives (±, y, 0). Given the forces applied at each wheel 
by the motors (Fe, Fr) and the forces and torques 
caused by the robot's interaction with its environment 
(Ex, Ey,Eo), the state derivatives (x,y,B) are found 
using these equations: 

V :i: cosB + y sinB 

V£ = V -£0 
Vr = V +£0 
!t = Fe- kvve- kc sign(ve) 
fr Fr - kvVr - kc sign( Vr) 
fx Ex+ (ft + fr) cos() 
fy = Ey + (ft + fr) sin() 
fc fx sin() - fy cos()+ MOv 

-kn(Y cos()- x sin B) 

x 1 . 
= M(fx- fcsmB) 

ii = 1 
M(fy + fccosB) 

jj 1 e 
]Eo + I(fr - fe) 

These equations were obtained using a Newton force-
balance approach similar to that in [16). Here v is 
the COM velocity, ve and Vr are the velocities at each 
wheel, h and fr are the forces present at each wheel, 
f x and fy are the force vector components at the COM, 
and f c is a constraint force to prevent slippage perpen-
dicular to the direction of travel of the wheels. The the 
knO term is added to prevent numerical instability, kn 
is an arbitrary constant set to 50 in this case. 

The environment interaction values (Ex, Ey, Eo) are 
computed by assuming the robot's body is a spring 
surface: any wall which impinges inside the body gen-
erates a reaction force and torque. Thus the robot is 
able to collide with object's in its environment in a 
semi-realistic manner. 

An Euler method was used to simulate the robot's 
motion, with a time step of 0.05s. 
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Abstract. In this paper, a neural network that learns to play the board game of Go-Moku is presented. The 
approach is based on an appropriately designed network architecture for evaluating each non-occupied board posi-
tion and a reinforcement learning algorithm for training the network during a series of games played against an 
opponent. The performance of the proposed network is illustrated by presenting experimental results. 

1 Introduction 

Board games represent an ideal testing ground for 
studying a variety of concepts and approaches in the 
fields of artificial intelligence, machine learning and 
neural networks [13]. Most games have simple rules 
of play, a playing environment which is easy to auto-
mate, and well defined criteria for performance mea-
surement. At the same time, the aim of developing 
automated approaches for playing at expert level re-
quires the development of sophisticated strategies for 
searching an enormous and complex space of allowed 
game states. 

In this paper, a neural network based on reinforce-
ment learning [9] is presented that learns to play the 
game of Go-Moku. The game, also known as five-
in-a-row, Gobang or Omok, is played on the 225 in-
tersections of 15 horizontal and 15 vertical lines with 
two players, each of them having a supply of black or 
white stones, respectively. The players take it in turns 
to place a stone on an empty intersection, henceforth 
called a board position. The winner is the first who 
completes a horizontal, vertical or diagonal line of five 
adjacent stones of his or her colour. Once placed on the 
board, the stones are never moved during the game. If 
the board is filled and no player has succeeded in ob-
taining five stones in a row, the result of the game is a 
draw. 

The game is strategically far less complex than the 
related game of Go (in the early days, Go-Moku was 
actually played on a 19 by 19 Go board). For many 
decades, Japanese professional players have stated that 
the beginning player (black) is able to always win the 
game with his or her best moves [13, 17]. However, 
many attempts to develop a program exhibiting this 
skill have failed, and it was only in 1993 when Allis 
et al. [1, 3] presented their Go-Moku program Victoria 
which provably defeats any opponent if it moves first. 

In order to reduce the advantage of having the first 
move and to make it more difficult for black to win 
the game, several variants of Go-Moku, such as Renju 
(16, 17] and Pente [16], have been invented, in which a 
number of restrictions are put on black. 

Previous approaches to automated Go-Moku play-
ing (3, 4, 6, 27, 29] are typically based on game tree 
search techniques, such as a-{3 search (12], threat-space 
search (2], and proof-number search (1], where in each 
situation only a restricted number (usually 10-15) of 
the "best-looking" moves (selected heuristically) are 
used as the starting points of the search, with a search 
depth ranging between 16 and 30 ply. In addition, 
the strongest Go-Moku programs (e.g. Polygon, Ver-
tex (27]) use an opening book for the initial phase of the 
game and/or transposition tables to increase the effi-
ciency of the search. Therefore, it is not surprising that 
the effort required to implement a high quality Go-
Moku program can become quite large. For example, 
the implementation of Victoria required about 20.000 
lines of C code, and the computation time to perform 
the search for the best moves has been reported to be 
12 days on a cluster of 11 SUN Sparcstations [1). 

Apart from the game tree search techniques, neu-
ral networks are promising candidates for automated 
board game playing, since they are - at least in prin-
ciple - able to learn the skills for successful play from 
examples. Different learning methods have been ap-
plied to board games in the last years; the reinforce-
ment learning paradigm (9) seems to offer the highest 
potential for success. 

Reinforcement learning algorithms [11) for neural 
networks are based on the availability of an external 
teacher who is able to indicate whether the network is 
in a desirable state or not, without supplying instruc-
tive information about how to reach desirable states. 
Usually, a scalar reinforcement signal is provided to 
evaluate the network behaviour in terms of success or 
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failure, but the network itself is responsible for obtain-
ing directional information about possible behavioural 
changes by probing the environment through the com-
bined use of trial and error and delayed reward [9]. 

In board game applications, the reinforcement signal 
("won" or "lost") might only be generated after a long 
sequence of moves has been performed . In this case, 
the network must somehow be able to assign credit 
or blame individually to each action in the sequence 
of moves that led to the final outcome, i.e. it must 
provide a solution to the temporal credit-assignment 
problem [8]. 

Several approaches applying reinforcement learning 
techniques to game playing have been described in the 
literature. For example, the temporal-difference learn-
ing method (21] is employed in Samuel's early stud-
ies of machine learning using the game of checkers 
[18], in Schraudolph et al.'s investigation of Go [20], 
in Thrun's [26] and Schmidt's [19] chess network ap-
proaches, in Yee et al.'s tic-tac-toe proposal [28) and in 
Tesauro's backgammon network [24, 25] which outper-
forms his previous backpropagation-based Neurogam-
mon system [22, 23] and is able to play at a master 
level that is extremely close to the world's best human 
players. 

In contrast to backgammon, Go-Moku is a determin-
istic game which does not rely on dice rolls. Backgam-
mon uses a probabilistic function to reach the next 
move and so, at each ply, there are almost about 20 
legal moves for each of the 21 dice combinations. This 
high branching ratio makes the game quite complex 
and uncertain for tree search strategies or look-up ta-
bles, but since the dices produce a high degree of 
variability, a neural learner is able to explore more 
of the state space than without a random compo-
nent. In deterministic games such as Go-Moku, the 
game-theoretic value function is more discontinous and 
therefore harder to learn. This is the reason why 
in some . neural network approaches to deterministic 
games external noise is injected during the learning 
phase in order to somehow simulate the dices [25]. 

To the best of our knowledge, the approach proposed 
in this paper represents the first application of a neural 
network to the problem of automated Go-Moku play-
ing. It is not aimed at developing an undefeatable 
Go-Moku program when playing black, but rather to 
investigate how neural network learning algorithms can 
be employed to learn to play the game in a simple man-
ner and with a relatively small effort as compared to 
the mentioned non-neural approaches. In addition, it 
will be shown how expert rules and domain knowledge 
about the game can be integrated into a neural net-
work. 

Our proposal is based on designing . an adequate 
network architecture for evaluating each non-occupied 
board position in order to determine the next move 
[7]. The network is supposed to learn the evaluation 
function by playing a series of games against an op-
ponent and using the results as a reinforcement to ap-
propriately modify the connection weights in order to 
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improve the performance. It will be shown that th.e 
performance of the network is dependent on the qual-
ity of the opponent. 

The paper is organized as follows. Section 2 presents 
the network topology designed to learn how to evaluate 
a particular board position and to decide which move 
should be made next. In section 3 the particular rein-
forcement learning algorithm used in this architecture 
is described. Section 4 illustrates the performance of 
the developed system by presenting experimental re-
sults of the learning process. Section 5 concludes the 
paper and outlines areas for future research. 

2 Network Architecture 
The use of a neural network for playing Go-Moku is 
motivated by the fact that a human player implic-
itly tries to recognize particular patterns of pieces on 
the board for which he or she remembers sequences of 
moves to succesfully win the game or not lose it. Based 
on observations of the play of experts, a winning strat-
egy for Go-Moku is described in [3]: 

1. Find a section of the board where enough collab-
orating stones form patterns which are known to 
have a winning sequence of threats. 

2. Examine whether this potential winning sequence 
can be refuted by the opponent; if this is the case, 
search for variants of this sequence. 

3. If no potential winning sequence is found, perform 
moves which increase the potential for creating 
threats. 

Obviously, the most important feature is a threat which 
is a game situation where the attacker is able to surely 
win in one or two moves if the opponent does not do 
anything against it. For example, a possible threat 
consists of a line of five adjacent positions where any 
four of them are occupied by pieces of the attacker and 
one is empty. Another threat is formed by three adja-
cent pieces of the same colour on a line of six adjacent 
positions (see Fig. 1) . 

A winning sequence of threats is a finite number 
of consecutively generated threats leading to a dou-
ble threat which cannot be refuted by the opponent. 
Fig. 2 illustrates the development of a winning threat 
sequence. The stones without numbers represent the 
game situation to start with, and the numbered stones 
show the order of the moves performed. 

The basic idea of our approach is to design a neu-
ral architecture which allows the evaluation of each 
non-occupied board position in terms of its possibility 
to participate in building up a threat . The evalua-
tion will be performed from two different viewpoints, 
the network's own viewpoint and the viewpoint of the 
opponent. This two-sided view is realized by a tree-
shaped arrangement of two identically structured sub-
networks, each with one output unit whose activation 
value determines the importance of placing a piece on 
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Figure 3: Network Architecture for Go-Moku 
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Figure 1: Examples of Threats 

the position currently being evaluated in order to form 
a threat, as shown in Fig. 3. 

The two output units of the subnetworks (layer L4) 
are connected to the output unit of the whole network 
(the root of the tree in layer Ls). The connections 
between L 4 and L5 have fixed but possibly different 
weights to specify a bias towards attacking or defend-
ing play. A proper setting of these weights avoids the 
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Figure 2: Example of a Threat Sequence 

quite often observable effect that in promising situa-
tions many human players are anxious to attack with-
out considering defending actions anymore. However, 
according to the strategy of expert Go-Moku play-
ers the attacking weight should nevertheless be much 
larger than the defending one. The output unit of the 
network additively combines the weighted activations 
of the units in L4 to determine the final network eval-
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uation of the board position currently investigated. 
After all non-occupied positions have been evaluated 

in this way, the board position with the highest net-
work output value is selected as the next move. If there 
are several equally high values, which is especially true 
in early stages of the game, one of them is chosen ran-
domly. 

Since the two subnetworks in the tree operate in an 
identical manner, it is sufficient to describe the func-
tionality of only one of them. To evaluate a given, non-
occupied board position (x, y), the 56 board positions 
surrounding (x, y), as shown in Fig. 4, are considered 
and used as the network input. This is in contrast to 
neural approaches to other games, such as Go [20] and 
chess [26], where the entire board forms the input to 
a network. The reasons for being able to restrict our-
selves to an adequate neighborhood of a non-occupied 
board position and therefore keep the dimension of the 
input vectors to the network small, are the rotational 
and transitional symmetries of threats, unlike in e.g. 
chess, where the pieces have different values depending 
on the current game situation. 

All board positions in this window-like neighbor-
hood of (x, y) are appropriately encoded, resulting in 
a vector where each component represents a particular 
position, with different values indicating if the posi-
tion is empty (0.25), outside the border of the board 
(0.0) in the case (x, y) is near the border, occupied by 
a piece of its own colour (1.0) or the colour of its op-

ponent (0.0). For each non-occupied board position 
(x, y) there is one such vector which is presented to 
the 56 input units of the subnetwork. 

The input units have different numbers of connec-
tions to the units in layer L2; these are so called II-
units, i.e. their outputs Yi are computed as the product 
of the connected inputs Xj, assuming that the connec-
tion weights are fixed to a strength of 1.0: 

Yi =IT Xj 
j 

Each of the first 20 units in L2 has 4 connections to 
subsets of input units representing all horizontal, ver-
tical and diagonal chains of positions with length 5 
(including (x, y)) in the star-shaped environment of 
(x, y), as shown in Fig. 4. If any of these chains of 
positions are occupied by stones of the same colour, 
(x, y) must be selected to directly win (or not lose) 
the game. These units reflect the desire to search for 
board positions where threats or double threats can be 
created or a winning line of 5 adjacent stones of the 
same colour can be achieved. 

The remaining 20 units of layer L2 are used to con-
nect subsets of input units representing other chains of 
5 positions which are not part of the star environment 
of (x, y), in order to possibly improve the positional 
evaluation of (x, y). These units provide the knowledge 
required to enable the attacker to create sequences of 
threats as a result of trying to find crossings between 
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the new chains and those of the star. The three basic 
chains of 5 positions represented by the units in this 
part of L 2 are shown in Fig. 4. Due to symmetries, the 
first of these is present 8 times within the input envi-
ronment, the second 4 times, and the third 8 times. 
The reason for not using layer L 2 to simply represent 
all possible combinations of chains of 5 positions within 
the input environment is mainly to keep the learning 
time small. 

The units in L 2 are asymmetrically connected to the 
24 IT-units in layer L3 . Additionally, the star envi-
ronment is directly connected to the output unit of 
the subnetwork (L4 ). The units in layer £3 repre-
sent strategically important patterns which are formed 
by multiple chains of 5 positions, as shown in Fig. 4. 
These patterns identify board positions in the environ-
ment of (x, y) where threat sequences can be obtained. 
They are important, because placing a piece on (x, y) 
may not directly but later lead to a victory. The first 
of these consists of 3 chains and contains one new chain 
not present among the chains already considered by the 
star-shaped environment in L2 , the second one consists 
of 4 chains and contains two new ones, and the third 
also consists of 4 chains and contains two new ones. 
Because of symmetries, each of these three patterns 
is present eight times in the environment of a board 
position to be evaluated. 

Since in our coding scheme the board positions are 
represented by values between 0 and 1, a IT-unit with a 
larger number of connections (in £3 there are up to 14 
connections) would get a weaker activation than a IT-
unit with fewer connections. To eliminate this effect, 
the activations are multiplied by a normalizing factor 
which is dependent on the number of connections. This 
factor may be regarded as a fixed bias for the IT-units. 

The final layer of the subnetwork is the output layer 
with the single additive output unit. It has trainable 
connections to all units in the preceeding layer £3 and 
fixed connections to the part of the IT-units in layer 
L2 which represents chains of five positions (including 
(x,y)) in the star-shaped environment of (x,y). Since 
the higher topological distance between positions on 
the diagonals of the star leads to some advantages in 
game play [1], the connections of IT-units representing 
diagonal chains are weighted with v'2 instead of 1.0. 
The fixed connections propagate the values of IT-units 
in layer L 2 directly to the output unit and force the 
network to recognize the importance of ( x, y) in order 
to possibly win (or not lose) the game in the next move. 

In some sense, all connections with fixed connec-
tion strengths linked to the IT-units may be regarded 
as some sort of basic knowledge which is provided to 
the network about the game, similar to a novice hu-
man player to whom the rules of the game are ex-
plained. The IT-units provide only those chain of po-
sitions which allow the formation of 5 adjacent stones 
of the own colour. This is because an opponent's piece 
will, through its coding of 0.0, yield an activation value 
of 0.0 in the corresponding IT-unit. 

The outputs produced by the IT-units for chains of 
board positions in which only a few positions are occu-
pied is strongly dependent on the coding value selected 
for the non-occupied board positions. The determina-
tion of the most appropriate value (set to 0.25 in our 
proposal) is quite difficult, and probably differs during 
the game. An upper limit can be obtained by compar-
ing the two game situations a) and b) shown in Fig. 5, 
where it is obvious that p1 has to be selected next. 

a) 
pi " ' 

b) 

p2 ,/ 

y 

Figure 5: Two Possible Game Situations 

Considering only the IT-units which involve the oc-
cupied positions of the star-shaped environment of p1 

and pz leads to an activation of 1 + 5x4 for p1 and 
3x + x2 + x3 + x4 for pz at the output unit of the 
attacking subnetwork, with x representing the coding 
value of a non-occupied board position. Since the acti-
vation for the investigated position P1 has to be higher 
than for any other position in order to ensure that p1 
is selected as the next move, an upper limit of x < 0.31 
is obtained. 

3 Learning to Play 
Learning is aimed at optimizing the evaluations of 
board positions produced by the network. It is car-
ried out as follows. First, the connection weights be-
tween £3 and £4 are initialized to random values and 
the network plays a set of games against an opponent. 
The moves of all of these games are recorded. Second, 
the recorded moves are used as input vectors for the 
training phase. All games are then played again by the 
network alone. Since it is impossible to decide which 
moves are responsible for having won or lost a game, 
all moves of the winner are learned. 

This approach to the temporal credit assignment 
problem is not as elegant as the solution offered by 
the temporal difference learning algorithm, which pro-
vides the possibility of assigning particular credit to 
individual actions during self-play learning. However, 
in our case temporal difference learning is not appro-
priate, because the proposed network is only exposed 
to a mask which is moved over the board while evaluat-
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procedure LearnGame; 
begin 

read a recorded game; 
foreach move of the winner 
do begin 

57 

let the network compute the next move related to the current game situation; 
if (proposed move = recorded move) 

reward the move of the network by updating the weights Wj by (1) with o =f.> O; 
else 

let a be the output value of the network for the recorded move; 
let b be the output value of the network for the proposed move; 
compute 1J = la- bl; 
set o = +7J as the reward for the recorded move; 
set o = -1} as the penalty for the proposed move; 
compute tlwj for the recorded and the proposed move by (1); 
update the weights Wj by adding tlwj; 

endif; 
end; 

end; 

Figure 6: The Reinforcement Learning Algorithm 

ing each board position. This leads to very noisy input 
data and especially no stable order of input patterns, 
which temporal difference learning intends to obtain by 
putting temporally successive predictions more closely 
together. The reinforcement scheme developed in our 
approach rewards all moves of the winner, since it is 
assumed that for each move of the winner the selected 
board position is correctly ranked as the highest among 
all possible board positions. The distance to the next 
highest board position in that move, as well as the ab-
solute output evaluation is not interesting. This corre-
sponds to the discussion of absolute and relative errors 
in temporal difference learning [25]. 

Our learning scheme works as follows. With the 
current weights, the network produces an evaluation 
for the present situation of the winner. The proposed 
move is compared to the move of the winner recorded 
in the game protocol. If the move determined by the 
network is different from that of the winner, the move 
of the network is penalized, and the move of the winner 
is rewarded. This penalty-reward mechanism is real-
ized by a reinforcement learning algorithm for modi-
fying the connection weights between La and L4 . The 
reward is set to the highest evaluation of a board po-
sition (i.e. the proposed move) computed by the net-
work, and the penalty is set to the network output 
produced for the recorded move of the winner. 

In order to perform the weight modification, the dif-
ference between the output values of the subnetwork 
(L4 ) for the input vectors representing the network's 
r'uove and the winner's move is computed. The ab-
solute value of this difference is then returned to the 
output unit of the subnetwork as the error signal. For 
the move of the ~inner the error o gets a positive sign, 
since the evaluation must be increased; for the move 
proposed by the network o gets a negative sign. Fi-

nally, the weights Wj of the connections between L4 
and La are modified according to a particular delta rule 
[15] which is proportional to the connection weights it-
self: 

tlwj (t) = a · o(t) · Yj (t) · Wj (t) (1) 

where a > 0 is a learning parameter and Yi(t) is the 
output of the unit j in La. 

The modification of the weights is carried out after 
both moves, i.e. the move of the winner and the move 
proposed by the network, have been processed. This 
ensures that the weights of the network do not change 
during the computation of tlwj(t) for the two moves. 

In this way, the network learns the better moves of 
the winning opponent and can therefore improve its 
performance. In addition, not only the moves differing, 
but also the moves equal in both the network and the 
opponent are learned with a small positive error value 
in order to reward an already correct move proposed 
by the network. This kind of reward is also applied 
to all moves of the games won by the network. The 
proposed learning algorithm is summarized in Fig. 6. 

As already mentioned, the best strategy of playing 
Go-Moku is to simply search for winning threat se-
quences. In most cases, this kind of determinism may 
not allow the full exploitation of the state space of the 
game during the learning phase. Two kinds of random-
ness have been introduced to enlarge the visible state 
space of moves when playing a series of games dur-
ing training: (a) each evaluation of a board position is 
decreased by a little random value taken from an inter-
val which itself decreases with the number of learned 
games, and (b) board positions which have equal eval-
uations are selected randomly. 

Although through the IT-units some knowledge is al-
ready implemented in the network, a reliable teacher is 
needed to improve its performance . It is obvious that 
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in our approach the learnable behaviour is dependent 
on the quality of the teacher. If the teacher is not 
strong enough, the network might not be able to learn 
anything, but a too strong teacher might drive the net-
work into suboptimal states, similar to a human novice 
player who has many difficulties to fully understand 
the moves of a professional player. Consequently, the 
choice of an appropriate teacher is an important issue 
in an opponent-based training approach [5] . 

4 Implementation 
m a nee 

and Perfor-

The proposed network has been implemented in Con 
different machines (DEC Alpha, SUN Sparcstation 10, 
IBM RS 6000) [14] . In addition, a simple graphical 
user interface for playing Go-Moku and performing the 
training phase has been developed. 

The behaviour of the proposed network was inves-
tigated in several series of games. The training phase 
consisted of two stages: In the first stage, a randomly 
initialized network played 50 games against an op-
ponent and the number of games won or lost were 
recorded. In the second stage, a total of 100 games 
was played against the opponent, and after each game 
the corresponding moves were learned according to the 
procedure described in the previous section. Then, 
with the improved network the two stages were re-
peated for the next series of games. To perform both 
stages of a series of games about 34 minutes were re-
quired on a SUN Sparcstation 10 (9 minutes for stage 
1, 25 minutes for stage 2). 

The following Go-Moku playing opponents were 
used to train the network: 

1. a random move generator (called Random); 

2. a simple Go-Moku program (called Hardnet) 
which only considers the star-shaped environment 
of 4 pieces to evaluate a non-occupied board po-
sition; 

3. the strong playing public-domain program 
XMake5 [10] which is based on game tree search 
strategies. 

Throughout the test games, Hardnet served as an 
index to measure the performance. 

Several experiments have been performed to demon-
strate the viability of our proposal. 

In the first experiment, a simpler network than the 
one described above was used to examine the suit-
ability of temporal difference learning in evaluating a 
non-occupied board position. This network consists 
of three layers, an input layer with 56 units (one for 
each board position in the environment of (x, y)), a 
second layer with 20 IT-units representing all possible 
chains of 5 adjacent positions in the star-shaped en-
vironment of (x, y), and an output layer with a single 
additive unit having trainable connections to the pre-
ceeding layer. The temporal difference algorithm was 

applied in a self-play learning mode which has succes-
fully been used in other board games [19, 20, 25]. The 
results of 10 series of games (i.e. 1000 training games) 
were disappointing, since the network did not succeed 
in improving its playing performance against Hardnet 
as the test opponent. The scores at the beginning of 
the experiment and the end of the training phase were 
the same (0:50, where x : y denotes the games won by 
the network (x) vs. the games won by Hardnet(y)). Al-
though other investigations have been reported which 
require several hundred thousands of training games 
to obtain satisfactory results with temporal difference 
learning [20, 19, 25], it does not seem to be suitable 
for our approach. 

In the second experiment, the coding value of the 
non-occupied board position was investigated, since it 
has a large impact on the performance of the network 
during the learning phase. With the simplified network 
used in the first experiment, trained via the proposed 
reinforcement learning algorithm against Hardnet, the 
following results were obtained: 0:50 to 9:36 for a cod-
ing value of 0.1, 0:50 to 22:24 for a coding value of 
0.25, and 0:50 to 0:50 for a coding value of 0.5. Since a 
value of 0.25 produced the best results, this value was 
used in all the remaining experiments. 

Fig. 7 shows the results of the training and test 
stages of the simplified network for a coding value of 
0.25 graphically. The left part shows the performance 
during the 50 test games which were played after hav-
ing trained the network for each set of 100 training 
games. The black area directly above the x-axis indi-
cates the number of games won by the network when 
it started the game, the white area above it indicates 
the number of games won by the network when Hard-
net started the game, the grey area shows the number 
of games which ended as a draw, the white area above 
the grey area indicates the number of games won by 
Hardnet when the network started the game, and the 
black area of the latter indicates the number of games 
won by Hardnet when it started the game. 

The right part of Fig. 7 illustrates the training phase. 
In this case, the dark grey area shows the number of 
games won by the network, the middle grey area indi-
cates the number of games which ended as a draw, and 
the light grey area shows the number of games won by 
Hard net. 
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Figure 7: Results for the Coding Value of 0.25 for the 
Non-Occupied Board Positions 
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In the remaining experiments, the network presented 
in this paper was used to evaluate the proposed learn-
ing paradigm with dependence upon different oppo-
nents. 

Using the Random player both as the trainer and 
the test opponent, the network started and ended the 
training with a score of 50:0, i.e. it did not seem to have 
learned anything at all. The reason for this result is 
obvious: since the network initially wins all games due 
to the knowledge it already has about the game, its 
own moves are always slightly rewarded by the pro-
posed learning scheme, such that its performance will 
never drop below its initial playing capabilities. 

Trained and tested against Hardnet, the perfor-
mance of the network decreases from initially 28:16 to 
L8:24 (see Fig. 8). Since due to its initial knowledge the 
network obviously is a stronger player than Hardnet, 
the performance of the network decreases during train-
ing. The network adapts its behaviour to the playing 
quality of the weaker opponent. However, this only 
happens when the opponent is somewhat competitive; 
as shown above, for a very weak opponent like Random 
t his effect does not occur. 
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~ 
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100 1000 learned games 100 1000 learned games 

Figure 8: Network Trained by and Tested Against 
Hardnet 

The trained network, retrained by Random, kept 
its performance against Hardnet. Similar to the re-
_ult above, all games ended quickly and were won by 
the network against the Random player, such that the 
moves of the trained network were slightly rewarded 
when the games were replayed. 

When XMake5 (which convincingly beats Hardnet 
by 41:9) is chosen as the initial trainer of the network, 
the best playing quality against Hardnet is significantly 
.improved from 29:20 to 36:14, as shown in (Fig. 9). 
However, although the network seems to have learned 
~mme capabilities which enable it to play much better 
than Hardnet, it does not succeed in adapting its play-
ing quality to that of XMake5, since during training it 
never wins more than about 30 out of 100 games (see 
the right part of Fig. 9). A possible explanation is that 
XMake5 is too strong to allow the network to reach its 
performance. 

The importance of the opponent in our learning 
scheme can be seen when the trained network of the 
previous experiment is again retrained by Hardnet. 
The network reduces its playing quality from 36:14 to 
25 :24 (Fig. 10). 
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Figure 9: Network Trained by XMake5 and Tested 
Against Hardnet 
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Figure 10: Network of Fig. 9 Retrained by Hardnet 
and Tested Against Hardnet 

It seems that the knowledge obtained from XMake5 
about the evaluation of a non-occupied board position 
is lost, such that the network reduces its playing qual-
ity to that of the inferior teacher. This is not surpris-
ing, since in the games where the network lost against 
Hardnet, the moves of Hardnet are considered to be 
better than the moves performed by the network; the 
network performance consequently decreases. 

This is the reason why in further tests, where the 
best trained network of Fig. 9 played against a copy 
of itself, no significant improvements of the playing 
quality could be achieved, although the network re-
sulting out of this series of games won 38 instead of 36 
games against Hardnet. However, there is no reason to 
assume that the network has learned something from 
itself; this effect is probably simply due to the random 
selection of positions with equally high evaluations. 

5 Conclusions 

In this paper, a neural network approach to automated 
Go-Moku playing has been presented. The approach is 
based on an appropriate network architecture for eval-
uating each non-occupied board position in order to 
determine the next move and a reinforcement learning 
algorithm for improving the evaluation function during 
a series of games played against another Go-Moku pro-
gram. It has been shown that in this learning method 
the playing performance of the network is dependent 
on the opponent; if the opponent selected as the trainer 
is too weak, the network does not learn at lill , if it is 
too strong, the network will not be able to reach its 
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best playing quality. 
There are several areas for future research. First, the 

random selection procedure used among several alter-
natives with equally high evaluations is worth investi-
gating, since an observation of the network's playing 
behaviour revealed some situations where the network 
obviously could have done better. Second, it would be 
interesting to analyze the properties an ideal trainer 
(5] should have, in order to improve the results of our 
opponent-based training approach to automated Go-
Moku playing . Finally, the pragmatic solution of the 
temporal credit assignment problem, i.e. making all 
moves of a game equally responsible for winning or los-
ing the game, is certainly improvable. However, this 
would require a detailed analysis of a large number of 
playing situations, and the importance of a particular 
move is probably hard to quantify. 
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This paper explores two different methods for i m p r o v Ŀ e d  learning in mttflimodular fuzzy neural network systems for 
c/assificatiotL It demonstrates these methods 011 a case study of satellite image classification using 3 spectral inputs and 
10 coastal vegetation covertype outputs. The classification system is a multimodular one; it has one fuzzy neural 
network per output. All the fuzzy neural networks are trained in parallel for a small number of iterations. Then, the 
system petformance is tested on new data to determine the types of interclass confusion. Two strategies are developed 
to improve classification pe1[ormance. First, the individual modules are additionally trained for a very small number of 
iterations on a subset of the data to decrease the false positive and the false negative errors. The second strategy is to 
create new units, 'experts', which are individually trained to discriminate only the ambiguous classes. So, if the main 
system classifies a new input into one of the ambiguous classes, then the new input is passed to the 'experts' for final 
classification. Two learning techniques are presented and applied to both classification performance enhancement 
strategies; the first one reduces omission, or false negative, error; the second reduces comission, or false positive, error. 
Considerable improvement is achieved by using these learning techniques and thus, making it feasible to incmporate 
them into a real adaptive system that improves during operation. 

1. Introducing the case study of 
satellite image classification 

1.1 Sampling image data for the experiment 
A System Pour I'Observation de la Terre (SP01) image 
of the Otago Harbour, Dunedin, New Zealand, provided 
the inputs for the classification. The SPOT image has 20 
metre spatial resolution and 3 spectral bands sensing the 
green, red and infrared portions of the electromagnetic 
spectrum. Ten covertypes, containing intertidal 
vegetation and substrates, were recorded during a ground 
reference survey. From the SPOT image, three spatially 
separable reference areas were extracted for each of ten 
covertypes. All of the sample pixels for a given 
covertype were amalgamated and randomly sorted into 
training and test sets. 

1.2 Natural confusion among classes 
The biggest problem with mapping natural systems 
(i nputs) to human determined classes (outputs) is that 
some confusion will occur. There are 2 major types of 
confusion: (1) errors of omission, false negative errors. 

and (2) errors of comission, false positive errors. For the 
case study problem, considerable confusion exists among 
classes · 3, 4 and 5 (hisand, lowsand and lowzost 
respectively). To graphically illustrate this confusion 
among the classes, scallerplots were produced (Figure 1, 
Figure 2, and Figure 3) 
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Figure 1 Scatterplot of 3 Sample Classes (infrared versus 
green feature space) 
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green feature space) 

0.35 ··--------------

0.3 

l

•hiSIInd I 
•lowand 

6 towz-

0.25 , 
~ 0.2 

0.15 

0.1 
0.1 0.15 0.2 0.25 

Infrared 

I<'igure 3 Scatterplot of 3 Sample Classes (infrared versus 
red feature space) 

1.3 Classification 
For image classification, a variety of different algorithms 
have been explored, among them: statistical methods, 
connectionist methods, and fuzzy inference methods. 
Independent of the algorithm used, sample classification 
is determined as the highest score among the individual 
class transfer functions that associate inputs to outputs. 
The most common traditional classifier is the maximum 
likelihood classifier [ 1,2,3]. It operates by performing 2 
passes through the data. The first pass creates the transfer 
function hetween the input and output classes; the second 
one performs the classification. Statistical techniques in 
general are not adaptive. For example, in order for a 
system to adapt to new data, the entire training set and 
new data must be analysed and updated in an iterative 
process [4). 

Connectionist systems have been used for classification 
[5,6,7,8,9,18]. These systems require a large number of 
iterations to adjust connection weights for error 
minimisation. This coupled with large training sets 
associated with image reference data, places a large 
processing load on computing resources. Very often, 
connectionist systems cannot be adapted to improve the 
performance on individual classes. These systems arc 
designed to reduce the RMS error of the neural networks 
which does not insure a corresponding increase in 
classification accuracy. 

Fuzzy inferences methods have been used extensively for 
pattern recognition [9,11 ]. The difficulty with fuzzy 
systems is the vaguely known expert fuzzy rules and 

membership functions must he adapted to the new data. 
However, once the systems arc created, classification is 
very efficient. Fuzzy inferences have also been combined 
with connectionist techniques as hybrid techniques 
[10,13, 18). Fuzzy rules may be extracted from hybrid 
systems to determine what the system has learned 
[ 13,17.18 J. Previous experiments compared the utility of 
connectionist-based systems to conventional parametric 
classifiers and to fuzzy classifiers (9,11,14,15,16J. 
However, this research will introduce effective methods 
to reduce interclass confusion and to improve adaptation. 

2. Fuzzy Neural Networks 

2.1 Different types of fuzzy neural networks 
A fuzzy neural network (FNN) is a conneclionist model for 
fuzzy rules implementation and inference_ There arc a 
wide variety of architccturcs and functionalities of FNN 
[10,17,18.21]- They differ mainly in the following 
parameters: 
• type of fuzzy rules implemented; this reflects in the 

connectionist structure used; 
• type of inference method implemented; this retleds in 

the selection of different neural network parameters and 
neuronal functions, such as summation, activation, 
output function; it also influences the way the 
connection weights arc initialised before training, and 
interpreted after training; 

• mode of operation; we shall consider here three major 
modes of operation : 

=> Fixed mode - fixed membership functions-fixed set of 
rules, i.e. a fixed set of rules is inserted in a network; 
the network performs inference, but does not change its 
weights. It cannot learn and adapt. It does not forget 
either. 

=> Leaming mode, i.e., a neural network is structurally 
defined to capture knowledge in a certain format, e.g., 
some type of fuzzy rules. The network architecture is 
randomly initialised and trained with a set of data, 
Rules are then extracted from the structured network. 
The rules can be interpreted either in the same network 
structure or by using other inference methods. 

=> Adaptation mode - A neural network is either randomly 
initialised or structurally set according to a set of fuzzy 
rules, 'hints', and heuristics. The network is then 
trained with data and updated fuzzy rules arc extracted 
from its structure following some rule extraction 
algorithm. The rules can either be interpreted in a fuzzy 
inference engine or can he inserted hack to the fuzzy 
neural network structure in the same way initial set of 
rules have been inserted. The network is further trained 
with new data and new updated rules extracted, etc. 

The FNN model (17,181 facilitates learning from data, 
fuzzy rules extraction, fuzzy rules insertion, approximate 
reasoning, and adaptation. FNN uses a multi-layered 
perceptron (MLP) network and a baekpropagation training 
algorithm. It is an adaptable FNN where the membership 
functions of the fuzzy predicates, as well as the fuzzy rules 
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inserted before training (adaptation), may adapt and change 
according to the training data. The general architecture of 
FNN consists of five layers. Figure 4 depicts a FNN for 
two exemplar fuzzy rules [17,18J. 
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Figure 4 A FNN structure for the two fuzzy rules 
Explicitly: R1: IF x1 is A 1 (011, 1) and x2 is B 1 (D12•1) 

THEN y is C1 (CF1); R2: IF x1 is A2 (DI1.2) and x2 is 
B2 (DI2.2) THEN y is C2 (CF2), where Dls are 
degrees of importance attached to the condition 
elements an CFs are certainty factors attached to the 
consequent parts of the rules [ 17,18]. 

In the following experiments, FNN that consist of only the 
condition element layer, the rule layer and the action 
clement layer are considered. The membership functions 
nre defined by the user. For the experiments in the next 
section, the membership functions are of the standard 
triangular type with a uniform distribution over the 
universe of discourse. Fuzzification and defuzzification are 
performed outside the structure. 

2.2 Rules extraction from fuzzy neural 
networks 
One of the advantages of fuzzy neural networks is that 
s tructured information (knowledge) can be inserted and 
extracted. A FNN can be interpreted in linguistic terms 
after training. The structure of a FNN also restricts the 
information (knowledge) representation and interpretation. 

An algorithm called REFuNN (Rules Extraction From 
Neural Networks) for rules extraction from a trained FNN 
is presented in [17,18J. The method is based on the 
following assumptions: simple operations are used and a 
l~lw computational cost achieved; hidden nodes in a MLP 
learn features, rules, and groups in the training data; fuzzy 
quantisation of the input and the output variables is 
performed outside the algorithm; automatically extracted 
rules require additional manipulation depending on the 
reasoning method applied afterwards. The algorithm uses 
thresholds above which connection weights are kept and 
represented in a linguistic form as fuzzy rules. 
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2.3 Towards adaptive learning strategies in 
modular connectionist structures 
A general architecture of an adaptive multimodular 
system is given in Figure 5. It consists of: (1) a 
classification module built as a multimodular system, (2) 
a module for training, modification and adaptation, and 
(3) a mollule for rules extraction. 

l modification/ I .. Real Da 
adaptionltraining 

ta 
..--- .... 

+ A 

Modular 
FNN 

D 
Inputs D Outputs ... ~· .... 

I 
I 
I 

D 
~~ l Rules Extraction 

Explanat 

Module ... L.---
ion 

Figure 5 A general architecture of an adaptive intelligent 
multimodular classifier 

This paper discusses the classification module only. The 
classification module has a single connectionist unit for 
each of the output classes. Initially, all the modules are 
trained with identical data. After that, each of the units 
can be tuned using learning techniques. This approach 
has been presented in [18] and illustrated on a phoneme 
classification task where different learning strategies have 
been experimented, such as: additional training of class 
units with ncgalivc examples to suppress false positive 
error; using averaged over three time units data. These 
methods arc further developed and experimented here on 
an image classification case problem. 

3. A Classification System based on 
Multimodular Fuzzy Neural Network 
Classifier: Initial System for the Case 
Study Problem 

3.1 Image classification in a multimodular 
fuzzy-neural network system 
The classification module of the architecture given in 
Figure 5 is implemented here for the case study problem. 
The multimodular sub-systcni has one fuzzy neural 
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network per output class. The number of the membership 
functions arc fixed. The input variables arc quantiscd 
into 5 membership functions and the output variables (the 
class variables) arc quantiscd into 2 membership 
functions for this case study (Figure 6). Class 

Output 
vlow =4 lnw 

green data med _____. 
high _____. 

V high _____. 
vlnw =4 lnw 

red data med 
_____. 

high ____. 
vhigh ____. 
vlow =4 low 

infrared data med _____. 
high ____. 

vhigh ____. 
Figure 6a 

Figure 6b 

FNN 

_____. Yes 

_____. No 

Reflectance 
Input 

'lllro. 

Figure 6c 

Figure 6 (a) The single module classifier for the case 
study problem of image classification; (b) Membership 
functions of the input variables and (c) the output, class 

variables 

3.2 Training and testing the multimodular 
nem·o-fuzzy classifier 
All the neural networks arc trained in parallel for a small 
number of iterations. Then, the performance of the 
system is tested and the poorly performing class units arc 
identified. Training and testing sets arc identical for all 
classes. 
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Figure 7 Initial Confusion matrix of the 10 classes 
Note the confusion between classes 3, 4, and 5 (hi.wmd, lowsand, and l01t•zost respectively). The reduction of this 
confusion will be the discussed further. The columns represent the input classes and the rows represent the "as 
classed" values. 

The reflectance information from each of the satellites 
spectral bands (inputs for the networks) were fuzzificd. 
This effectively increased the ratio between inputs and 
outputs. The initial training data was identical for each 
network. All connectionist-based processing was 
performed using a hybrid software environment 

FuzzyCOPE [ 13). Acceptable conversion tolerance and 
error were considerably less than the optimum tolerance 
and required fewer iterations. For this case, acceptable 
training was chosen to be an RMS error of 0.001 or 200 
iterations for each class. Figure 7 shows the confusion 
matrix for the training and lest data for the ten output 
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classes. Intuitively, the greater number of samples, the 
fewer iterations are required. 

After the interclass confusion was identified, the next step 
of the process was to reduce it. For this, two strategies 
are described. The first is highly specific additional 
training on the ambiguous class modules. The second is 
the creation of new expert systems for those classes 
where sufficient confusion exists. For both strategies, 
two learning techniques were applied. The learning 
techniques involve the reduction of comission and 
omission errors. 

4. Quick Additional Training of 
Individual Class Networks for 
Reducing Cmnission and Omission 
Errors 
The first strategy operates on the existing ambiguous 
networks. The individual networks contain sufficient 
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information so that only tuning is required. The 
ambiguous classes are hisand, lowsand, and lowzost. The 
additional training was performed to reduce the confusion 
among these classes. 

4.1 Comission correction 
Once the system was trained, one can identify· the 
confusion between classes. Figure 8 shows the dramatic 
improvement of the training and test error when one 
additional training iteration is performed on the class 
"lowzost" network with all the negative examples used 
for the initial training in Figure 7. This was the first 
technique applied. 
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Figure 8 Advantageous forgetting using all classes; 1 iteration of training with "not" examples for class 5 (lowzost) 
network 

4.2 Omission correction 
The second technique uses synthetically generated data 
l.ased upon the training set's parametric information. The 
synthetic data produced 'yes' examples bounded by 'not' 
examples. Figure 9 shows the results after training the 
hisaud and lowsand networks with positive examples 
only. 

Positive examples were randomly generated in an "n" 
dimensional space la from the cluster mean, "n" is the 

number of inputs. Negative examples were randomly 
'placed' in a ring 2u from the cluster ring with a random 
variation of 2%. Additional individual training was 
performed separately for each class. At most, 16 
iterations were required. This approach of placing 
examples in a neighbourhood is similar to the Mexican 
hat paradigm of updating the connections weights in the 
Kohonen self organising networks [19]. 
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• For positive examples the equation is: = the input number (this process is 

x (i) + u(i) * Rand() * (-1) "lnt(Rand( )) performed fur each input) 

X = average of all the training samples 
• For negative examples the equation is: l1 = standard deviation of the training 

~ (i)+[2o(i) + (o(i)*Rand( ))/50)]* (-1) "lnt(Rand( )) samples 
Rand() = a random number generated between 

where: 0 and 1 
lnt = integer rounding of real value 
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Figure 9 Omission correction using positive examples to train dass 3 and class 4 networks 

Both the omission and comission corrections operate very 
quickly. In this experiment, presenting the system with 
negative (not) examples required 1 iteration and 16 
iterations at the most for the positive (yes) examples. 

training set. As with the first strategy to improve 
classification performance, learning data will be 
presented to reduce both omission and comission error. 

5. Creating Individual 'Expert' Class 
Networks 
If a significant amount of confusion existed between a 
small number of classes, the following procedures were 
followed. A new set of network 'experts' were trained 
using a reduced number of classes (the ambiguous classes 
only) for a small number of iterations. The training data 
was limited to the training data of those covertypes alone. 
If the initial system classifies a new input into one of the 
ambiguous classes, then the input was passed to the 
'experts' for final classification. Figure 10 shows the 
confusion table of the classification of training and lest 
data for expert networks for hisand, lowsand and lowzost. 
The RMS convergence was noted to be higher; however, 
confusion between classes was less. Training times for 
the expert systems are significantly less due to the smaller 
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Figure 10 Newly trained class 'experts' for the classes 
that contained significant confusion 
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5.1 Expert system - comission correction 
A single additional training iteration was performed on 
the "lowzost class" using 'not' examples from the other 
ambiguous classes. The re.sults have improved as shown 
in Figure 11. If required, additional individual training 
should be performed. For both the initial and expert 
classifier strategies, the user is taking advantage of 
system forgetting. 
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Figure 11 After additional training of class 5 'expert' 
network for 1 iteration with all the negative examples on 

classes 3 and 4 

However, additional iterations using negative examples 
may lead to deteriorating the performance of the trained 
network expert, as shown in Figure 12 and Figure 13. 
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Figure 12 Less advantageous forgetting; 2 iterations of 
"not" examples to additionally train class 5 network 
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I?igure 13 Reduced performance; 5 iterations of "not" 
examples to additionally train class 5 network 

5.2 Expert system - omission correction 
The omission correction was applied to the hisand and 
lowsand networks (Figure 14). The result is an 
improvement on the initial state (Figure 10). It was noted 
that as the ratio of positive to negative examples 
increased, the optimum number of iterations reduced. 
For this case study, 50 positive to 10 negative examples 
was empirically determined as optimum. 

il~arnrng aara J,; 
ran l:3f1 s:lO::ZnetWort<s in paralle +omiSSion correction ---

li1sana owsana OWZOSI sums perce~ 
1nrsano 1111 

----~ ---~ ---- . l~; i lowsana· -3 
lowzoit - --7 ·--------u -~ ~6 --91 ------ ------all 
sum l-,26 --e3' ~~~ - ---1-287 - - --

percem ,.~ lW tfH ....... ron 
1nerauons . ___ .:vr _ ___ ,. «UJ _.!_~~- ---- ---- ----
---- fest·aala- ···-- -----
--·- -·- ---- ------- --···----- ------- ----

fiT~ lowsand lowzosl sums percem 
filsana :.7 -"' 2 till "'! lowsana u ;jli <! --- r---~1 --== lowzoir --- -5 ----~ --- "34 83 -·----- - ------ --130 
sums- --62 -----4I --~a --- r---n, ---
percenr ~ ~ 89 'V2:l !lliSB 

Figure 14 Confusion matrix after additional training of 
the class expert networks with synthetic data 
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Trial FN }'1, RI'/N ltca·ations Improvement 
Inilial 
lzisaml 1101 126 0.114 200 ------

/ow.mml 1144 83 0.073 200 ------
lowzost 1149 78 0.068 200 ------

Comi.~sion 

fowzost 209 I 0.005 +I 31 
Omis.~ion 

hisand 10 24 2.4 +16 I 
fow.mnd 10 50 5 +3 22 
Expert 

Initial fzismzd 161 128 0.8 200 3 
Initial fowsand 204 0.407 200 28 
Initial fowzost 209 78 0.373 300 - I 

Comission 
fowzost 209 I 0.005 +I lnitial37 

Expert 7 
Omission 

lzisand 10 50 5 +I Initial 7 
Experl4 

fowsand 10 50 5 +3 lnitial34 
Expert 6 

fowzost 10 50 5 +I lnitial-4 
Expert -3 

l~igure 15 The relationship among positive and negative example~ used for _learning, the iterations requtred, and the 
improvement on the system for each tnal. 

N I . F and F are the number of negative and positive examples respectively, R1•1N is the ratio between positive o e. N r · · · · b d and negative examples, and Improvement is given as additional correctly classed examples; for omtsston tt ts ase 
on the particular class and for comission it is based on the whole system. 

6. Conclusion and Directions for 
Further Research 
This paper offers two distinct strategies to improve 
classification performance and two different methods of 
learning that were applied to both strategies. The omission 
and comission error reduction techniques both performed 
adequately and the application of these techniques depe~d 
upon the user's precision requirements. The two strategtes 
of operation, using the entire data stream, or new expert 
classes for error reduction, also depend upon the ambiguity 
of the data. If ambiguity exists between a small selected 
group of classes, the 'expert' strategy is feasible. The 
initial expert system accuracy over the ambiguous classes 
was 30%. After using either the omission or comission 
correction, the improvement was approximately 8% 
(Figure 15). 

Further research has been planned in the following 
direction. Further development of the learning strategies in 
relation with rules extraction techniques; tuning the 
individual class-units to perform in an automated mode, 
thus achieving real adaptive image classification systems. 
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APPLICATION OF ARTIFICIAL NEURAL NETWORKS 
IN PROCESS MODELLING AND CONTROLt 

Venkat Karla 
Huub Bakker, Member IEEE, Member IPENZ 

Abstract 
The application of Artificial Neural Networks (ANNs) to real world problems has increased significantly and proved to 
be successful in a growing number of areas. This paper presents a specific application of neural networks in a Model 
Predictive Control (MPC) scheme for an Ultra-High Temperature (UHT) milk treatment plant. ANNs are used for both 
prediction model and 'plant'. Results are reported for models based on two different ANN architectures, single-network 
and composite-network, both trained on plant data. The composite-network model comprises of a combination of two 
single neural network sub-models, one simulating the dynamics of the UHT hot water heating loop and the second the 
dynamics of the UHT heat exchanger circuit. The composite-network models are shown to be more successful in 
capturing the dynamics of the process than the single-network models. The worst composite-network model produced a 
mean-square-error (MSE) of 1.25% of full scale and the best model an MSE of0.25% of full scale. 

The developed MPC system uses different composite-network models of the UHT plant as prediction model and 'plant' for 
simulation trials. Results of the MPC scheme in terms of disturbance rejection and setpoint tracking show that it does 
not perform as well as a well-tuned PI controller. Some pitfalls in neural network model training are noted and some 
recommendations are proposed for further research. 

Keywords: Neural networks, Model predictive control, Ultra high temperature, Milk treatment. 

1 Introduction 
In designing control systems information is needed about 
the behaviour of the process to be controlled. This 
information can be most effectively obtained by recording 
input-output data from the process and using this to 
develop models of the process. The models thus gained 
can also be used to simulate the performance of the control 
system in controlling the process. Therefore identification 
and modelling of the target process become an important 
step in the control system design. 

The majority of control systems still make use of the 
conventional PID controller which does not handle highly 
non-linear and complex multivariable processes well. For 
these types of processes better control methods are needed, 
such as intelligent control. In addition, the use of linear 
process models in the design and simulation of these 
controllers is clearly unacceptable since they are being 
employed primarily because the non-linearities present. 

The application of artificial neural networks (ANNs) to the 
identification of highly non-linear dynamic processes, and 
to the design of control strategies based on the identified 
models, has been a promising advance in the control 
systems engineering field. The use of neural networks in 
model-based control schemes in particular promises to 
enhance control system performance. 

' Paper presented at ANNES 95, University of Otago, 
Dunedin, New Zealand 

t Author to whom correspondence should be addressed. 

This paper studies the development and use of ANN 
models in a model predictive control system for 
controlling an Ultra High Temperature (UHT) milk 
treatment pilot plant. UHT plants are commonly used in 
the dairy industry for the sterilisation of milk. This system 
would be expected to contain significant non-linearities 
due to the complex properties of milk. 

Figure 1: Feedforward Network Structure 

A brief description of the ANNs used is given in the 
following section. Model predictive control (MPC), one of 
the model based control methodologies, is described 
briefly in section 3. Section 4 describes the UHT plant and 
sections 5 and 6 detail the development of ANN models of 
the UHT process and model predictive control system. 
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The results of perfonnance tests for the MPC system are 
given in section 7 and discussed in section 8. 

2 Neural Networks 
The ANNs used in this paper used standard feedforward 
architectures consisting of three layers of neurons; the 
input, hidden and output layers. 

The hidden layer neurons were given standard tan-sigmoid 
activation functions while the output layer neurons were 
given log-sigmoid activation functions whose ranges (0-1) 
better matched that of the control valve range (0-1 00% ). 

3 Model Predictive Control 
fhe model predictive control (MPC) strategy uses a 
jynamic model of the plant to provide efficient control of 
he system based upon finding the optimal control actions 
'or a prediction model of the plant. The MPC strategy can 
1andle unstable processes and can also handle both input 
md output constraints using constrained optimisation 
echniques. 

n general, the MPC system consists of an optimiser and a 
,rediction model of the plant being controlled. The 
lptimiser computes a horizon of future control actions in 
uch a way as to make a balance between excessive control 
.ction and output deviation. Only the first of optimal 
ontrol actions will be implemented and the process of 
amputation repeats for the next time period. This allows 
amputation of an optimum based on future actions while 
1inimising the effects of modelling errors. 

I 
ince the MPC scheme perfonns it~ optimisations for the 
ext control interval it is restricte~ to systems with time 
onstants and sample times signifi4antly longer than the 
me required to calculate the contro1, inputs. 

\ 

~ Description of the UHT Plant 
ltra High Temperature treatment plants are commonly 
sed for sterilisation of milk or milk made from 
:constituted milk powder. The sterilisation ofmilk kills 
I living micro-organisms so that it can be stored at room 
mperature for a considerable time as opposed to 
1sieurisation which kills mainly pathogenic bacteria and 
sts only a few days. 

here are a number of different types of UHT plants. They 
e generally categorised according to the heating medium 
;ed and the equipment design. Directly heated plants use 
rect mixing of steam and milk to provide sterilisation. In 
directly heated plants, steam or hot water heats the milk 
a heat exchanger, usually made of stainless steel. 

1e ANN modelling work described in this paper was 
rried out on the directly-heated UHT milk treatment 
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pilot plant of the New Zealand Dairy Research Institute 
(NZDRJ) at Palmerston North in New Zealand. In this 
plant the untreated milk is heated to 65"C in a preheater. 
The product is then pumped into a secondary plate heat 
exchanger consisting of two stages as shown in Figure 2. 
In the first stage, the product is heated regeneratively to 
ss·c by the hot product. In the second stage a hot water 
loop heats the milk to the final sterilisation temperature of 
14o•c where it is held for 5 seconds. 

,-------------- ... 
1 (Heat Exchanger Model) 1 

' 
Holding 

1 Tube 
I --------· 

I 

Hot 
Water 
loop 

Steam 

1 (Steam Valve Model) 

·----------~---

Figure 2: Schematic of UHT Plant 

The product then passes through the regeneration section 
and is cooled by the incoming milk. The hot water loop is 
heated by direct injection of steam via a steam control 
valve. 

The existing control system is unable to control the 
sterilisation process adequately due to control fluctuations. 
This is partially due to the rapid dynamics of the pilot 
plant but mainly to the feedback inherent in the 
regeneration stage. The poor control causes a loss of taste, 
odour, change in nutrient constituents and can cause 
fouling if the temperature significantly exceeds I4o·c. 
Temperatures below this point will result in incomplete 
sterilisation. 

5 UHT Plant Modelling 
5.1 Development of Neural Network 
Models 
The composite-network model of the UHT plant consisted 
of two sub-models as shown in Figure 3. 
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Neural Neural 
Network Thi Network Tp0(k) 

Steam valve Heat 
sub-model exchanger 

sub-model 

Figure 3: Neural Network Plant Model Design 

The steam valve sub-model described the dynamics of the 
steam injection to the hot water loop. The network inputs 
were the past and present values of the steam valve 
position, Psv, steam inlet pressure, Psi, and the past values 
of hot water temperature entering the loop, Thi. The 
outputs were the predicted output values of Thi at the 
present time step. 

The heat exchanger sub-model included the dynamics of 
the heat exchanger. The inputs were the past and present 
values of Thi and the past values of the product temperature 
exiting the heat exchanger, T po. The outputs were 
predicted values ofTp0 • 

The single-network model of the UHT plant included the 
complete UHT process; the steam injection to the hot 
water loop and the heat exchanger dynamics. The network 
model had the same inputs as the steam valve sub-model 
and outputs were the predicted values ofT po at the present 
time step. 

5.2 Training and Testing of Models 
The original input/output process data was collected from 
the UHT pilot plant in a number of different runs and then 
scaled to lie between 0.1 and 0.9. This helped to reduce 
the network training time since no values would lie close 
to the limits of the activation function. The data was then 
converted into pattern files for use by the ANN training 
software (MA TLAB from The Mathworks, Natick, Ma.). 

5.2.1 Single-Network Models 

Single-network models of the UHT plant were trained on 
the input/output patterns from single plant runs. The 
resulting models were then tested against data from all 
other plant runs. The topology of the networks--such as 
the number and type of hidden neurons and the number of 
hidden layers-was varied to produce the best average 
mean-square-error. This topology was then used for all 
subsequent work with the single-network models. The 
individual ANN models were ranked according to their 
mean-square-errors during testing. This therefore ranked 
the models in terms of their ability to predict the 
behaviour of all the other plant runs. 

5.2.2 Composite-Network Models 

The plant data used to train the single-network models 
was also used to train the steam valve and heat exchanger 
sub-models of the composite-network models. Again, the 
networks were trained on the data from a single plant run 

and tested against data from all the other plant runs. The 
optimum topology was found and used for subsequent 
work. 

After training, the individual sub-models were ranked 
according to their mean-square-error during testing. The 
best two of these sub-models were combined to produce 
the best composite-network model and the worst two were 
combined to produce the worst composite-network model. 

6 MPC System 
In the development of model predictive control system of 
the UHT plant, the trained ANN model of the plant was 
used as shown in figure 4. 

Optimiser 

Y prod 
ANN model 

Figure 4: MPC Strategy of the UHT Plant 

The optimiser block minimises a performance index based 
upon the errors in the measured variable and change:, in 
control variables over a predictionloptimisation horizon of 
future control actions. In the optimiser block, the cost 
function evaluator utilises the ANN model predictions of 
the plant outputs to evaluate the future control moves 
given the control inputs. 

The UHT pilot plant was not available for plant trials so 
the performance of the MPC controller required that a 
model of the plant be used as the plant itself. In 
performance tests of the MPC strategy, different pairs of 
composite-network models were used as the plant and as 
the prediction model allowing analysis of a controller with 
and without a perfect prediction model to work with. 

7 MPC Performance Tests 
To provide a benchmark for comparison a PI controller 
was also used to control the simulated plant. This 
particular form of controller was currently being used to 
control the pilot plant so its choice was apt. In 
simulations the PI controller was tuned to provide 
optimum performance. 

Two model predictive controllers using composite-
network models were tested. One of them used the 'best 
composite-network model' for both prediction and plant 
models. This control system represented the ideal model 
predictive control system since the controller was provided 
with a perfect prediction model. The second controller 
used the 'best composite-network model' as plant and the 
'worst composite-network model' for prediction allowing 
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testing of the MPC system's ability to handle plant/model 
mismatch. A typical MPC response would be expected to 
lie between these two extremes provided that the ANN 
models had captured all the important plant dynamics. 

The MPC and PI control systems were tested on a 
setpoint change-to product temperature-and on a 
disturbance to the steam supply pressure. 

8 Results and Discussion 
8.1 Single and Composite-Network 
Models 
Two sets of ANN sub-models were developed to simulate 
the two parts of the UHT plant; the steam .valve and the 
heat exchanger circuits. Each set of models consisted of 
models trained on input/output data from a given plant run 
and tested against data from all other plant runs. 

From the collected plant data 18 process runs of data were 
available for the heat exchanger sub-model and 5 process 
runs of data were available for the steam valve sub-model. 
For the single-network model only 5 process runs of the 
data were available. 

The training and test results of the best two and the worst 
two single-network models are shown in Table I. The 
training and test results of the 'best composite-network 
model' and the 'worst composite-network model (via a 
combination of the best two and the worst two sub-models 
respectively) are shown in Table ll. 

Error I Best Models Worst Models 

(MSE% FSl UH76 UH71 UH74 UH73 
Training 0.0032 0.0078 0.0027 0.0028 
Best 0.0029 0.0078 0.0027 0.0028 
Average. 0.0112 0.0220 0.0272 0.0328 
Worst 0.0418 0.0401 0.0792 0.1362 

Table I: Mean-square-errors for single-network models in 
training and tested against plant run data. 

The results from Table I show that the single-network 
model was able to perform respectably in capturing the 
plant dynamics with data from a single plant run. All but 
one of the mean-square-errors for one-step-ahead prediction 
remained below 0.1% of the full-scale output and most 
other remained below 0.05%. 

Error i Best Model Worst Model 

(MSE%FS\ i UH74/UH62 UH73/UH65 
Best i 0.0013 0.0027 

I 

Average I 0.0026 0.0027 I 

Worst I 0.0038 0.0272 

Table II: Mean-square-errors for composite-network 
models in training and tested against plant run data. 

From the results in Table II it can be seen that the 
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composite-network models consistently produced accurate 
models of the plant dynamics. Figure 5, which 
summarises the above results, clearly shows that the 
composite-network models performed dramatically getter 
than the single-network models. This supports a strong 
contention that neural networks are more easily trained on 
simpler and smaller tasks to achieve better performance. 

0 .15 

0.12 

0.09 

0.06 

0 .03 

. . · . ......... ... -------------------------········-·················· 

Worst Bat Worst 
Single-Nctworlr: Models Compolitc-Nd•'Ork Modds 

IDJ Best 
~Average 
[Jworst 

Figure 5: Best, average and worst mean-square-errors for 
the best and worst single-network and composite-network 

models. 

In subsequent simulations of the model predictive 
controller only the composite-network models were used 
due to their superior performance in capturing the plant 
dynamics. 

8.2 MPC Simulations 
The developed model predictive control scheme was tested 
in simulation on an ANN model of the UHT plant to 
evaluate its performance and compared with simulations of 
a PI controller on the same ANN model. The responses for 
both the MPC and PI controllers are shown in Figures 6 
and 7 for setpoint changes and disturbance rejection 
respectively. 

139.90 r...-----,-- - -.-- - --,----.-- --. 
139.85 Hrt-----t--- -r-r--........ --r-r-----1 

~\ -PI Controller 
139.80 Hr-'!,,:-----if---+-i - · MPC (Ideal) 1-t-- --1 

·: • • • MPC (Worst) 
p 139.75 t-~ .. --+---t--L-~~~~~r-------J 

( 139.70 +-+-'~1-. -t----t----r----t-------1 
1! ,. 
~ 139.65 +-+--!!<. -t----t-- --t----t-------1 

~ 139.60 t--\.._.10-<-+ .. -:-,~·._·:_.:...;::;:..··..;..· ·;...'+-'--·-· _··_· ._ •. _.+-·-· ._._ .. _._-·-·+-·-·-··-·-· _. ·--1-

139.55 ~----1----1-----+-----i-------1 

0 20 40 60 80 100 
Sample Intervals 

Figure 6: Response of the three controllers to a setpoint 
change. 

For all simulations the best composite-network model was 
used to simulate the plant. The MPC simulation labelled 
'Ideal' in figures 6 and 7 used the best composite-network 
model as the prediction model as well; this is therefore a 
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MPC simulation with a perfect prediction model. The 
worst composite-network model was then used as the 
prediction model to give a more realistic evaluation of the 
MPC system performance. This is labelled as 'Worst' in 
the figures. The plant simulation using a PI controller is 
labelled 'PI'. 

For both setpoint changes and disturbance rejection it can 
be seen that the performance of the model predictive 
controller improves when given a perfect model of the 
plant to predict from. This is hardly surprising but lends 
some confidence to the results. 

Note however the sustained offset from the Worst model 
predictive controller response in Figure 4. Such offsets 
generally indicate that the prediction model is not perfect. 
Some MPC schemes include an integral term to overcome 
this problem. 

The optimiser could also be to blame however. To reduce 
computation the starting estimate of the control vector was 
taken from the unimplemented values of the previous 
solution. This might have lead to the optimiser being 
locked into a local minimum. Tests using a randomised 
initial control vector at each step were therefore carried out. 
This resulted in markedly improved performance 
suggesting that this was, indeed, the likely cause. 
Randomising the initial control vector however tripled the 
time required for the optimisation, a rather severe penalty 
given that the controller is supposed to be running in real 
time. 
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Figure 7: Response of the three controllers to a steam 
pressure disturbance. 
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By comparison with both model predictive controllers, the 
PI controller performs better, even when the MPC has a 
perfect model to predict with. In both cases the PI 
controller settles down more quickly than the model 
predictive controller although it can be seen in Figure 7 
that the initial departure from the setpoint is larger for the 
PI controller than either of the model predictive 
controllers. 

From Figure 6 it can also be seen that the response to a 
setpoint change under the PI controller is not particularly 
smooth. This suggests that the simulation model is non-

linear. 

During the course of the simulations it became apparent 
that the long-term response of the different ANN models 
was significantly different despite having similar errors 
during training and testing. This highlighted the point 
that one-step-ahead prediction may not be a valid method 
for training ANNs (or for ranking them) for use inn-step-
ahead predictions as part of a MPC scheme. A plot of the 
best composite-network model predicting three steps ahead 
against its own training data seemed reasonable. 

The inability to train a network to predict n steps 
ahead has been corrected in current research where the 
training is carried out for one-step-ahead, two-step-ahead 
etc. prediction. With judicious programming the time 
penalties for this approach appear to be minimal. 

9 Conclusions 
A number of conclusions can be drawn from this case 
study. 

1. As expected a composite-network model of the 
UHT treatment plant was more easily trained and 
more accurate in its predictions than a single-
network model. 

2. A model predictive controller using a perfect 
prediction composite-network model was found to 
have better performance than that using different 
prediction and 'plant' models. Both model 
predictive controllers took longer to settle after 
disturbances and setpoint changes than a well-
tuned PI controller although the initial departure 
after a disturbance was smaller. 

3. A sustained offset in one MPC simulation might 
have been expected of a less-than-perfect 
prediction model however the optimisation 
algorithm was the problem. It appeared to become 
trapped in local minima. For this reason it is 
recommended that random initial control vectors 
be chosen at each time step despite the large 
increase in computation time. 

4. The use of one-step-ahead prediction in training, 
and as a basis for choosing, models was 
questioned and training using one-step-ahead, 
two-step-ahead etc. prediction was recommended. 
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PhD 
Target Recognition on Aerial City Image using Combination of Segmented Image 
Jingwen Cheng 
Monash University 
Department of Computer Science 

Since the late 1960s, a so called "software crisis" has been in the software community. One way of 
resolving this crisis is to improve software development productivity. Software reuse is believed to be 
the key to improving software development productivity. However, it has yet to be practised widely. 
There are non-technical factors as well as technical ones affecting software reuse. This thesis proposes 
some tools for software reuse, and demonstrates that practical support for software reuse in a wider 
range is both possible and desirable. Our approach to software reuse is based on object-oriented 
programming, persistent programming, software specification, and information retrieval techniques. 

Object-oriented programming provides support for designing reusable software components which are 
easier to reuse than those designed for conventional programming. Persistent programming provides 
support for the easier managing of software components, and facilitates reuse through its consistent 
handling of all components. However, for software reuse to be practised widely, these are not enough. 
In the practice of software reuse, two problems need to be solved first: how to find the required 
component and how to understand it. Object-oriented programming and persistent programming 
alone do not address these problems. 

Software specifications can help users to understand the software components. There is much literature 
on software specification which discusses requirements specification, that is, the specification used to 
develop that software. Here we are mainly concerned with product specification which is used to tell 
users what the existing software does and how to use it, and provide information for classifying and 
organising the software so that it can be easily searched. We also introduce query specification which 
can be used to search for required software from a library. 

Database management can be used to manage software components. However, we do not use 
traditional database management systems. Instead, we adopt an information retrieval approach. The 
information extracted from the specifications of reusable software components is properly classified 
and organised to form a knowledge base. Based on the knowledge base, a more flexible searching 
mechanism is provided. 

Based on these ideas, this thesis presents a reusability-based software development system RESOFT, 
which supports both design for reuse and design with reuse. The RESOFT is a reusable software 
information management system which can manage all kinds of software components developed in 
any programming language, and search for required components according to users' requirements. 
The system treats software components as abstract objects, thus it provides a standard way to manage 
different kinds of software components. This is the main difference between the RESOFT system and 
other reuse supporting systems, which only support reuse of certain kind of software components in a 
specific environment. With the RESOFT system, any software components (classes, procedures and 
data objects) of any language in any environment can be registered into the system, and all the 
components registered in the system can be searched for according to users' queries. When the library 
contains "mass produced software components", software development will become largely the reuse 
of existing components, in which the developer needs only organise the reused components. With 
further research, we suggest that even the organisation might automatically be done by the system. 

The significant contribution of the thesis to the software engineering discipline is that it makes software 
reuse much more practical. The experimental evidence in support of this thesis. 
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Simon Ronald 
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This thesis is an investigation of two important areas in the field of genetic algorithms (GAs). First, an 
investigation is made into the area of diversity loss prevention. A new technique is presented to 
efficiently retain diversity in an evolving genetic algorithm. A technique is also presented to efficiently 
eliminate encoding-redundancies or genetic isomorphisms in a genetic algorithm. It is shown that both 
of these techniques leads to higher quality problem solutions being reached in a shorter time period 
than a conventional genetic algorithm. The second area of investigation relates to finding multiple 
solutions. To address some of the reported limitations of existing multiple-solution techniques, a new 
multiple-solution technique is proposed. The technique encodes a number of solutions inside a single 
genotype and exploits a new fitness function. The technique is named Multi-Chromosomal Cramping 
(MCC), as a fitness penalty is given to a genotype according to the amount in which the solutions 
within that genotype are crowded together in the distance landscape. The qualities of this new 
technique are tabulated against existing speciation and multiple-solution techniques. 

This thesis considers problems that can be described by a GA with an order-based encoding. Order-
based distance functions have been absent in the GA literature. Since GA multiple-solution techniques 
rely on a distance function, multiple-solution techniques have not been applied to the order-based 
domain. To address this gap, five distance functions are presented for five qualitatively different 
order-based problem types. Analysis is used to demonstrate some mathematical qualities of these new 
distance functions. 

The next contribution of this thesis is the development of a set of artificially-constructed multimodal 
test problems. These problems are used to test the MCC technique. These problems are designed with 
a number of deceptive peaks in a variety of permutation-type fitness landscapes. A comparison of each 
of the multiple solution techniques is provided for simple and deceptive problems. 

The final contribution of the thesis relates to finding many near-optimal but structurally different 
solutions in a Travelling Salesperson Problem. The experiments demonstrate the new multiple-solution 
technique presented in the thesis as well as a comparison of traditional techniques. 
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